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A Computational Methods

This appendix provides details on our computational methods, and the computational burden
of the analysis. We start by describing the data construction and explaining how the network
types of each node are extracted (A.1). Then we give details on the combined and residual
categories that collect uncommon network types (A.2). The computation of the regression
tree is discussed in Appendix A.3. The QP problem used to assess necessary conditions
for equilibrium based on Definition 1 is defined and discussed extensively in Appendix A.4.
Then the MCMC procedure that is used to search for parameters to evaluate with the QP
problem is described (A.5). Finally, Appendix A.6 provides information on our computing
system and the computational burden.

A.1 Extract network types

The raw data from EconLit consist of records of journal articles from 1998 to 2010. The key
variables in those records, for our analysis, are the JEL codes and the names of the authors.
The JEL codes are classified into topical areas using the procedure from Anderson (2017),
as described in Section 2.1.1. We identify authors by their first and last name, so that we
then have two data tables: one of articles that lists the authors on each article, and one of
authors that lists the articles by each author.

To construct the sample, we start with all articles published in 2008, 2009, and 2010,
and extract the set of authors on these articles. (Authors with publications in 2008 but not
2009 or 2010 are used as isolates in the network.) We match these authors to the master
data table of authors, to find their publications in 1998 to 2007, which are used to identify
“experienced” authors and to determine their skills (i.e., topical areas of expertise). Then
we use the articles from 2009 and 2010 to define a bipartite graph of authors and articles.
The projection to the simple unipartite graph of authors is also computed, and the isolated
authors (i.e., who do not publish in 2009 and 2010) are appended to that graph.

It is then easy to extract the information needed to define the variables for each project
for each author. The topic of the paper (Tp) and the number of authors (|Np|) come directly
from the master table of articles, and the authors’ skills ({Sj}j∈Np) and their concurrent
projects (for the team’s total projects, Zprj

p ) are found by linking the paper back to the
master table of authors. The number of external connections (for the “team degree,” Zdeg

p )
is found from the bipartite and unipartite graphs of authors and articles. Let B denote the
bipartite graph (rows for papers, columns for authors), and G denote the unipartite graph
(of authors). Then the number of external connections of the research team on paper p is
the sum of row p in: BG − (BG) · B, where (·) denotes the elementwise product, and the
result is converted to an unweighted bipartite graph (i.e., the elements are 0 or 1, so that
multiple paths to an external connection only count once). Next, the exact variables used
in the production function and cost functions are defined from these sets of project-specific
variables, as described in Sections 2.1.2 and 2.1.3. Finally, the network type of each node
(i.e., researcher) is given by its skill and the project-specific variables of its projects, as noted
in Section 3. All of these manipulations are fairly simple operations that compute quickly
on a laptop computer with the statistical software R.

It is worth noting that finding the network type of each node can be vastly easier than the
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problem of extracting motifs from a network. Network types are rooted, connected subgraphs
that extend only a limited distance from the root node. Because they are rooted, finding
the network type of each node in a graph involves only one loop over the set of nodes. For
example, in a model with a simple, undirected graph like the example in PRT, where utility
depends on local connections up to distance 2, the network type of node i can be determined
from row i of the adjacency matrix G and G2, along with the vector of node characteristics
X. By contrast, because motifs may contain arbitrary subsets of nodes, extracting motifs
involves searching over subsets of nodes up to a given size—an exponentially larger list.
Moreover, as described above, in our model the network types can be defined by a list of
project-specific variables that are fairly easy to construct, which facilitates the extension of
this framework to a multigraph.

A.2 Residual Categories

As described in Section 3.2, we collect relatively uncommon network types into certain
combined categories that have papers with similar cost variables, or into purely residual
categories. There is one purely residual category for each researcher skill and each number
of papers (from 1 to 3), for a total of 18 categories. There are different combined categories
for the two cost functions, and they are also defined separately for each researcher skill.

With the first specification of the cost function there are four sets of combined categories.
One collects network types with at least one sole-authored paper, which helps separate the
cost intercept from the cost per coauthor (because sole-authored papers have no coauthors).
The other three are used to help identify the cost of having coauthors with different skills
and the possible reduction in that cost from having a generalist on the team. Specifically,
these three sets of combined categories collect network types with a paper where the authors
have: (a) the same skills, (b) different skills and no generalist, or (c) different skills and a
generalist. These categories are all defined separately for papers with three and with four
authors, and for types with two and with three papers. A total of 74 of these combined
categories are used (some of the possible categories are not needed because there are no
uncommon types to go into them).

With the second specification of the cost function there are two sets of combined cate-
gories: one for network types that include a paper on an unfamiliar topic and one for those
that do not. These categories are defined separately for papers with one, three, or four
authors, and for types with two and with three papers. A total of 60 of these combined
categories are used (again, some of the possible categories are not needed because there are
no uncommon types to go into them).

A.3 Regression Tree

The regression trees are computed in R, with the function ctree from the package party

(Hothorn, Hornik and Zeileis, 2006). All articles published in 2009 and 2010 that have at
least one experienced author (i.e., with at least two prior publications from 1998 to 2007)
are used to estimate the production function. (Under our modeling assumptions, there is
no need to exclude the small number of papers where all the authors have more than three
papers.) The number of terminal nodes in the tree is controlled by the “minimum criterion”
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for the splits, which relates to a certain kind of permutation test (Hothorn, Hornik and
Zeileis, 2006). Lower values of the criterion allow additional splits at some terminal nodes,
while the upper structure of the tree is unchanged.

We use a minimum criterion of 0.99 (p = 0.01) for the estimate of the production function,
which yields a reasonably informative tree that has a manageable number of terminal nodes
(10). Having additional terminal nodes would likely require us to make the cost variables
even more parsimonious, which might render them essentially uninformative. Appendix
B.3 examines the extent to which this regression tree changes with alternative values of
the minimum criterion. It shows that our preferred specification fits the distribution of the
residualized impact almost as well as a tree with several more terminal nodes, and noticeably
better than a linear regression.

For the regression tree used to residualize the observed impact scores from their authors’
average prior impact scores, we use a minimum criterion of 0.95 (p = 0.05), which generates
a tree with 16 terminal nodes. The number of terminal nodes in that tree does not impact
the complexity of the model, so we use a somewhat lower criterion in order to have a highly
flexible function to control for the average productivity of the authors on a paper.

A.4 QP Problem

In this section we provide a formal statement of the QP problem used to evaluate a candidate
vector of structural parameters, and we describe how the key components of the problem
are constructed. We also explain why the problem assesses necessary but not sufficient
conditions for equilibrium, and show that this yields a superset of the theoretically identified
set.

To state the problem, we first define the following notation:

• θ ≡ (β, γ) – a vector of utility parameters

• t – a network type

• H – a preference class, PRT’s term for a set of network types that would satisfy the
inequality in part (i) of Definition 1, given a skill, S, and some value of cost shocks,
ε (note that each preference class corresponds to a region in the support of ε, because
nearby vectors of shocks would yield the same set of network types)

• PH(θ) – the probability of preference class H, given utility parameters θ and the
distribution of preference shocks (and the observed distribution of skills)

• αH(t) – an allocation parameter, which gives the proportion of individuals with pref-
erences in class H who are allocated to network type t

• mt(θ, α) ≡
∑

H PH(θ)αH(t) – the predicted type share for network type t

• πt – the observed type share for network type t

• R(π) – a confidence region for the vector of type shares (which, as explained in Ap-
pendix C, is a polytope defined by a set of linear inequalities)
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• Q – the objective matrix of the QP problem

As explained further after the statement of the problem, the objective matrix computes
the measure of individuals and pairs who would like to add a project on some topic. The
variables in the problem are the allocation parameters, α ≡ {αH(t) : t ∈ H,H ∈ H}.

With this notation, the QP problem is expressed as follows:

min
α

α>Qα (1)

subj. to: m(θ, α) = π; (for population data)

m(θ, α) ∈ R(π); (for sample data)∑
t∈H

αH(t) = 1,∀H; αH(t) ≥ 0.

The QP problem assesses whether a candidate vector of utility parameters (θ) can generate
the observed type shares (or type shares within the confidence region, R(π)), while satisfying
parts (i) and (ii) of Definition 1. Part (i) is satisfied if a feasible solution can be found,
because the preference classes only include network types that satisfy the inequality in part
(i) for individuals with the relevant shocks. Part (ii) is satisfied—for individuals and pairs
of researchers—if the objective function value is zero. In that case, no individuals or pairs
would have greater utility by adding a new project with themselves (see below). Therefore,
a vector of utility parameters is included in the recovered set if QP problem (1) can be
solved with an objective function value of zero, which means that the parameter vector can
generate the observed type shares while satisfying necessary conditions for equilibrium.

The quadratic objective function, α>Qα, gives the measure of individuals and pairs who
would like to add an additional project that is not present in the network generated by the
allocation α. If this measure is positive, any network arising from this allocation of individu-
als to network types would be unstable. The rows and columns of Q correspond to allocation
parameters, for example αH(t) and αG(s). Those parameters give the proportions of individ-
uals with preferences H and G who are allocated to network types t and s respectively. The
elements of Q indicate whether pairs of such individuals would prefer to add a project on
any topic with each other. The elements on the diagonal of Q (e.g., element [αH(t), αH(t)])
also indicate whether those individuals would prefer to add a sole-authored project. Thus,
if the product αH(t)αG(s)Q[αH(t),αG(s)] is positive, there are individuals of network types t
and s who would prefer to add a project with each other (or with themselves). Hence, for
any nonzero element of Q, one or both of the corresponding allocation parameters must be
zero, and therefore the sum given by α>Qα must be zero, or else any network arising from
this allocation would be unstable.

To construct Q, we need to know which network types individuals with preferences H
and G would prefer over their current types t and s. This information is embodied in the
preference classes: for example, if t̄ ∈ H, and t can be obtained by removing one project
from t̄, then t̄ is preferred over t. Also, we need to know which network types could be
obtained by adding a project between two individuals of types t and s (or by adding a sole-
authored project for one individual of type t). Enumerating all such feasible additions could
be difficult, but it is made easy because, as explained in Section 3.2, we only consider the
observed network types. Accordingly, we first find the network types that could become an
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observed type t̄ simply by removing the projects in that type (one at a time). So, if we
observe types t and t̄, and t equals t̄ with one project removed, then t̄ goes in a list of types
that t could become. Similarly, if we observe types s and s̄, and s equals s̄ with one project
removed, then s̄ goes in a list of types that s could become. Finally, based on these lists,
we establish whether types t and s could add a two-authored project together. That means
there exists a vector of project characteristics, (Tp, |Np|, Zp), such that adding a project with
these characteristics to types t and s yields some types t̄ and s̄ on their respective lists.
(Moreover, there may be multiple of such vectors of project characteristics and multiple
resulting types, e.g., t̄′ and s̄′.) Also, for the elements on the diagonal of Q, we establish
whether type t could add a sole-authored project, which means the list of types that t could
become is nonempty.

The algorithm to construct Q can be important. We use MATLAB to assemble the QP
problem, and we take advantage of an efficient storage object in that software called a “cell
array.” A cell array stores lists of different lengths in cells of a matrix (or multidimensional
array) of some prespecified size. We store the information about which network types can add
projects with each other (or with themselves) in a cell array, A. The rows of A correspond to
the initial types (t) and the columns correspond to the resulting types t̄. Cell [t, t̄] stores the
list of alter types (e.g., s) that could add a two-authored project with t to make it become t̄
(or the list contains t itself, when t̄ results from adding a sole-authored project). Then, for
each candidate vector of utility parameters, we construct Q in two steps:

1. We make a sparse binary matrix, S, where the rows correspond to allocation parameters
(αH(t)) and the columns correspond to network types (s). This matrix indicates the
alter types, s, with which individuals of network type t with preferences H would want
to add a project. It is is constructed by looping once over the allocation parameters.
For each αH(t), the union of the contents of the cells in row t and columns H (a set of
network types) of array A provide the full list of these “desired” alter types (e.g., s).
The elements of S in the row for αH(t) and the columns for that list of “desired” alter
types are accordingly set to one.

2. We make Q, which is a square sparse binary matrix where the rows and columns
correspond to allocation parameters. It is is also constructed by looping once over the
allocation parameters, and again, for each αH(t), the list of “desired” alter types (e.g.,
s) is extracted from array A. Next all the allocation parameters that correspond to
those types (e.g., αG(s)) are identified (they are quickly extracted from a cell array that
lists the allocation parameters which correspond to each type). The matrix S is then
used to find which of those desired alters (i.e., those individuals of some desired type
s with preferences in some class G) would want to add a project with an individual
of type t. The elements of S in the rows for those allocation parameters (e.g., αG(s)),
and in column t, indicate this. Accordingly the elements of Q in the row for αH(t), and
the columns corresponding to those allocation parameters (e.g., αG(s)), are set equal
to the values (0 or 1) of those elements of S.

This yields the desired result. Element [αH(t), αG(s)] of Q equals one if individuals of types
t and s with preferences H and G would mutually prefer to add some two-authored project
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with each other, and element [αH(t), αH(t)] also equals one if individuals of types t with
preferences H would prefer to add some sole-authored project.

The quadratic form α>Qα is the sum of the product of pairs of allocation parameters
with their corresponding element of Q:

α>Qα =
∑
H∈H

∑
t∈H

∑
G∈H

∑
s∈G

αH(t)αG(s)Q[αH(t),αG(s)]

To generate the actual measure of pairs who would prefer to add a two-authored project and
of individuals who would prefer to add a sole-authored project, the function that computes
the quadratic form includes weights equal to the proportion of individuals in each preference
class, given by PH(θ). In other words, the computed objective function is

α̃>Qα̃ =
∑
H∈H

∑
t∈H

∑
G∈H

∑
s∈G

PH(θ)αH(t)PG(θ)αG(s)Q[αH(t),αG(s)].

The function maintains Q as a sparse binary matrix to save memory, and applies the weights
to the vector of allocation parameters (i.e., α̃ ≡ {PH(θ)αH(t) : t ∈ H,H ∈ H}).

Remark
QP problem (1) assesses necessary but not sufficient conditions for equilibrium based

on Definition 1. Generating the observed type shares (i.e., m(θ, α) = π) is necessary and
sufficient for part (i), because individuals may only be allocated to network types within
their preference classes, which satisfy part (i) by definition. However, obtaining an objective
function value of zero is only necessary for part (ii), because the quadratic objective only
considers deviations by groups of size k ≤ 2.

It is conceptually possible to include deviations by larger groups by extending Q to a
higher dimensional array (e.g., 3 or 4 dimensions). For example, if Q were a cube, it could
compute the measure of triples of individuals who would mutually want to add a project
with each other. The elements of Q would correspond to triples of allocation parameters,
[αH(t), αG(s), αF (r)], and they would equal one if individuals of types t, s, r with preferences
H,G, F would prefer to add a three-authored project on some topic with each other. However
this is not computationally feasible because of memory limitations. If the dimension of Q
were increased from 2 to 3, the number of nonzero elements would approximately be raised
to the power of 3

2
. The 2-dimensional matrix Q can require over 100 GB of RAM for some

parameterizations of the model (see Appendix A.6), so a 3-dimensional version could require
over 1000 GB. Our present computing system has 512 GB of RAM. Furthermore, while
systems with 1 or 2 TB of RAM may become readily affordable for academic research in the
near future, the solution time would also increase substantially with the size of Q.

Because QP problem (1) assesses necessary but not sufficient conditions for equilibrium,
the recovered set is a superset of the theoretically identified set. We demonstrate this by
showing that if a parameter vector θ were to satisfy a programming problem with a 4-
dimensional objective array (which corresponds to the maximum number of authors in our
model), it would also satisfy QP problem (1).

Let Q(1), Q(2), Q(3), Q(4) denote the 1, 2, 3, and 4-dimensional arrays needed for the larger
programming problem. The variables and constraints in the larger problem are the same as
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in problem (1), and the objective function can be expressed as∑
H∈H

∑
t∈H

αH(t)Q
(1)
[αH(t)] (2)

+
∑
H∈H

∑
t∈H

∑
G∈H

∑
s∈G

αH(t)αG(s)Q
(2)
[αH(t),αG(s)]

+
∑
H∈H

∑
t∈H

∑
G∈H

∑
s∈G

∑
F∈H

∑
r∈F

αH(t)αG(s)αF (r)Q
(3)
[αH(t),αG(s),αF (r)]

+
∑
H∈H

∑
t∈H

∑
G∈H

∑
s∈G

∑
F∈H

∑
r∈F

∑
E∈H

∑
q∈E

αH(t)αG(s)αF (r)αE(q)Q
(4)
[αH(t),αG(s),αF (r),αE(q)].

The objective function in QP problem (1) is equivalent to the first two lines above (note that
the matrix Q equals Q(2) with Q(1) added to the diagonal).

Now suppose that a parameter vector θ satisfies the larger programming problem, mean-
ing there exists a vector of allocation parameters α∗ such that the objective function value is
zero and the constraints are satisfied. Because the elements of α∗ and Q(1), Q(2), Q(3), Q(4) are
non-negative (α is constrained to be non-negative, and the elements of Q(·) are 0/1, like Q),
the sum in the first two lines of (2) must be zero. Hence α∗>Qα∗ = 0. Also the constraints
are satisfied because they are the same in both problems. Therefore, QP problem (1) can
be solved with an objective function value of zero, and so θ is included in the recovered set.

A.5 MCMC Search Procedure

To generate sequences of candidate vectors of structural parameters to evaluate with the
QP problem, we use a Markov chain Monte Carlo (MCMC) procedure. Specifically we use a
simple version of the Metropolis-Hastings algorithm, via the function mhsample in MATLAB.

Given a candidate vector θt, the algorithm draws a new vector θt+1 from a proposal
distribution. It then determines whether to move to θt+1 or remain at θt based on the ratio
of some function f , usually a pseudo-density, evaluated at θt+1 and θt. We use the negative
of the objective function value in QP problem (1) for logarithm of this function, so that
larger objective function values correspond to smaller values of f . (The function mhsample

naturally accepts log pseudo-densities.) The algorithm moves from θt to θt+1 with probability

min

{
f(θt+1)

f(θt)
, 1

}
.

Because many parameter vectors yield solutions with objective function values of zero, often
both f(θt) and f(θt+1) equal one (i.e., e0). In that case the algorithm moves to θt+1 with
certainty.

We use a standard, multivariate normal distribution for the proposal distribution that
generates the new draws of θ. The scale of this distribution—i.e., the standard deviation in
each dimension—is a tuning parameter, and we typically set it to 0.05. Thus the MCMC
procedure moves through the parameter space via a random walk, until it hits the boundary
of the region where the minimized objective function value of QP problem (1) equals zero.
Then it continues drawing new candidate vectors randomly, but it only moves with high
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probability to vectors within that region. The algorithm stops once it has evaluated a
predetermined number of vectors (e.g., 500). Finally, when we collect the results to construct
the recovered sets of utility parameters, we only retain those vectors where the minimized
objective function value is within a small tolerance of zero.

Starting values are found via an initial linear search through the parameter space. In
that preliminary search, one or more dimensions of the parameters are changed in equal
increments, to make a sequence of vectors that span the likely region (e.g., the parameters
go from -2 to +2, which is a large range relative to the distribution of the cost shocks). This
makes it possible to find points in the interior and near the boundary of the identified set
rapidly. Points near the boundary are particularly useful as starting values for the Markov
chains.

The purpose of the MCMC procedure is not to construct a posterior distribution over
the recovered set; rather, it is an efficient algorithm to move through the parameter space.
We typically run chains that evaluate between 250 and 1,000 candidate vectors, and take
between 1 day and 1 week to complete. This search is trivial to parallelize, because multiple
chains can be run simultaneously. Hence the total time needed for an analysis, as described
in the next section, can be reduced proportionally with additional computers.

A.6 Computational Burden

Most of the computational burden in our analysis comes from solving QP problem (1) to
assess candidate vectors of utility parameters, and it requires a computing system with a
relatively large amount of physical memory (RAM) to store the objective matrix Q. We use
a server with two, 8-core, 2.60 GHz processors (Intel Xeon E5-2640 v3) and 512 GB of RAM
for this. Constructing the analytic data file, on the other hand, can be accomplished on a
conventional desktop or laptop computer.

We use the following software: Python, for processing the raw data, making the mas-
ter tables of authors and articles, and running the cluster analysis of paper topics; R, for
generating the analytic variables, extracting the network types, making the combined and
residual categories, and estimating the regression tree; MATLAB, for constructing the QP
problem and running the MCMC procedure; and Knitro for solving the QP problem.

The memory required to store the objective matrix Q, and the time needed to solve the
problem, both depend on the number of variables in the problem. As described in Appendix
A.4, the variables in the problem are the “allocation parameters,” αH(t), and there is one
allocation parameter for each element in each “preference class,” H, which are sets of network
types that would satisfy part (i) of Definition 1, given some draw of the cost shocks. Different
candidate vectors of utility parameters generate different distributions of preference classes,
and the size and composition of these collections of sets of network types can vary greatly.

The table below provides information on the numbers of variables and the solution times
for QP problem (1), based on thousands of candidate vectors of utility parameters that were
evaluated to construct the recovered sets shown in figure 3. With both specifications of the
cost function, the numbers of variables range from about 100,000 at the 1st percentile to
about 500,000 at the 99th percentile, and the means are about 250,000. The solution times
have a more skewed distribution, and are somewhat longer with c1. The mean solution time
is 9.6 minutes with c1 and 3.6 minutes with c2.
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Numbers of Variables and Solution Times for QP Problem (1)
Cost Function One (c1) Cost Function Two (c2)

Number of Solution Number of Solution
Statistic variables time (sec.) variables time (sec.)

Mean 278,208 577 222,898 215
Std. Dev 90,610 1,166 88,644 385

Percentile:
1 107,671 27 75,011 9
10 169,695 73 122,950 28
25 211,562 143 159,010 51
50 266,910 305 204,308 118
75 338,624 615 272,834 246
90 401,828 1,285 357,711 465
99 502,399 3,822 459,868 1,634

Count 9,625 14,000

Notes: These statistics are for the candidate vectors that were evaluated to construct the recovered sets with
the population data (black dots in figure 3). Percentiles are computed separately for each measure.

Constructing the objective matrix for the QP problem takes a non-trivial amount of time
as well. It is also done for each candidate vector of utility parameters. First, the collection
of preference classes and their distribution are computed via Monte Carlo integration (which
is fast, < 1 sec.). Then the objective matrix is built, using the algorithm described in
Appendix A.4. This usually takes one-tenth to one-third the amount of time that is then
needed to solve the QP problem. Thus, overall, the total time needed to construct and solve
QP problem (1) for one candidate vector of structural parameters typically takes between
one minute and one hour.

Averaging over the different times for different candidate vectors, it usually takes less
than a week of compute time to evaluate 1,000 candidate vectors of structural parameters.
(If the average time to evaluate one candidate vector were 10 minutes, for example, it would
take 6.95 days.) We typically run four MCMC processes simultaneously, each with 128 GB
of RAM, which is enough memory to hold the QP problem for most parameterizations of the
model. (When we find parameterizations that need more memory, we use a higher memory
limit and run fewer processes simultaneously.) Finally, based on our results as plotted in
figure 3, we have found that evaluating 10,000 to 15,000 candidate vectors is usually enough
to fill out the recovered set of utility parameters reasonably well. Thus, ultimately, each
analysis usually takes two to three weeks to complete.

Based on attempts to solve alternative specifications that generate a larger number of
allocation parameters, we have found that our computing system has sufficient memory to
store the objective matrix for certain instances of QP problem (1) with over 900,000 allocation
parameters. However, it takes several hours on our system to solve a problem with this many
variables, and it requires that we allocate all of the memory to one process, so we cannot run
parallel MCMC procedures. Consequently, we believe our current specifications are close to
the limit of what could be analyzed in a reasonable amount of time on our present system.

10



B Sensitivity Assessments

This section provides descriptive assessments of certain key decisions in the sample con-
struction and model specification, specifically: the threshold used to define experienced
researchers (B.1), the limit on the number of projects (B.2), and the size of the regression
tree (B.3). These assessments provide suggestive evidence that our main results should not
be very sensitive to these decisions.

B.1 Threshold for experienced researchers

The agents in the model are restricted to experienced researchers, defined as those who
published at least two articles from 1998 to 2007. Here we assess the impact of that threshold,
by comparing the sample sizes and descriptive statistics that are obtained by using alternative
thresholds of one and three prior publications to define experienced researchers. Tables A1
and A2 present the results from using a threshold of one, and tables A3 and A4 from using
a threshold of three. These correspond to tables 1 and 3 in the paper, for a threshold of two.

The number of experienced researchers increases by 14,000 with a threshold of one and
decreases by 7,000 with a threshold of three. The distribution of the number of current pub-
lications is somewhat more similar between researchers with at least two prior publications
(our preferred definition) and those with at least three (table A3), rather than those with
at least one (table A1): the sum of the absolute differences in the shares of researchers with
each number of articles reported in these tables vs. table 1 are respectively 0.098 and 0.134.
The average impact of the researchers’ prior publications is also somewhat more similar be-
tween researchers with at least two prior publications and those with at least three, rather
than those with at least one: the differences in their means are respectively 5.8% and 7.4%
of the standard deviation in our population (i.e., relative to the SD 7.41 from table 1).

The characteristics of the projects and teams in tables A2 and A4 are generally very
similar to those in table 3. The distributions of the numbers of authors per paper match
quite closely. The means of the measures of the skill differences among authors and their
skill deficit relative to the paper topic are also very similar. The means of the raw impact
score are within 0.3 of the mean from our preferred population, which is 3.1% of its standard
deviation from that population (i.e., relative to the SD of 9.61 in table 1). Only the measures
of external connections are somewhat more similar between researchers with at least two prior
publications (table 3) and those with at least three (table A4), rather than those with at
least one (table A2). The mean team degree is 0.33 larger (6.1% of the SD in table 3) using
a threshold of three but 0.42 smaller (7.8% of the SD) using one, and the mean total number
of projects among the authors is 0.40 larger (6.4% of the SD in table 3) using three but 0.51
smaller (8.1% of the SD) using one.

Overall, this assessment supports our preferred definition of experienced researchers,
which uses a threshold of two prior articles. This threshold gives us the largest possible
sample while yielding distributions of researcher and paper characteristics that are somewhat
more robust to using a higher threshold.
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B.2 Limit on number of projects

For computational feasibility, the limit on the number of current projects used to define
network types is set at three (L = 3). As discussed in the paper, this is an important
restriction which prevents us from examining questions related to heterogeneity in individual
productivity. Here we assess how the restriction may affect our analyses (of other factors),
by comparing the characteristics of projects by individuals with different numbers of current
projects, above and below the limit.

Table A5 shows the distributions of the number of authors, and the means of other
team characteristics, on papers written by researchers with one, two, three, and over three
current projects. The papers are counted for each focal individual (i.e., each author with the
designated number of projects), in order to give the distributions of project characteristics
as experienced by these different sets of individuals. (Consequently, papers may be counted
multiple times. For example, if a paper has three authors with 1, 1, and 3 current projects,
it would be counted twice in the row for 1 project and once in the row for 3 projects.)

The distribution of the number of authors does not change much over the rows, which are
for the different numbers of current projects. In particular, the distribution is very similar
for papers including an author with exactly 3 projects and those including an author with
4 or more: the proportions of papers with each number of authors (1 to 6) are all within
1% of each other. This suggests that the limit on the number of projects may not affect our
estimates of the cost per coauthor, because the distribution of the number of coauthors is
essentially the same on papers written by researchers above and just below the limit.

The mean impact scores are also quite similar for papers by researchers with 3 current
projects and those by researchers with more. Indeed, the mean observed and residualized
scores are both slightly higher for papers including an author with exactly 3 projects com-
pared to those including an author with 4 or more projects. This suggests that our estimates
of the utility weight on impact may not be substantially affected, because individuals who
are subject to the limit on the number of projects have a similar mean impact per paper as
do those just below the limit.

The total number of current projects and the “team degree” naturally show differences
between papers by researchers with 3 (or fewer) current projects and those by researchers
with more. These differences could raise a concern about the estimates of the effects of these
variables in the production function; however, the production function is estimated using
all papers in the current period, so it would be unaffected by the limit on the number of
projects in the network types. Our estimates of the production function reported in Section
5.1, and the additional estimates discussed in the next section, indicate that the team degree
and total projects are not highly predictive of a paper’s impact, after controlling for the
authors’ average prior impact. (This result is not sensitive to whether the team degree and
total projects are defined with the censored or uncensored numbers of authors per paper
and projects per researcher.) This also fits with the aggregate results in table A5: the team
degree and total projects increase substantially going from papers by researchers with 3
current projects to those by researchers with 4 or more, while the mean impact scores do
not.
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B.3 Size of regression tree

The size and flexibility of a regression tree depend on its number of terminal nodes, which
are determined by the criteria that generate the splits in the tree. As noted in Appendix
A.3, we use a “minimum criterion” of 0.99, which corresponds to a p-value of 0.01 in a
permutation test, and obtain a tree with ten terminal nodes for the production function.
Here we examine how the tree would expand using looser criteria (0.95 or 0.90), and more
importantly we compare the predictive fit of our regression tree with these alternatives and
with a linear regression. Additionally, we present an estimate of a “full” specification of
the production function that includes the authors’ average prior impact scores and uses the
observed (not residualized) impact scores as the dependent variable. We discuss how the
complexity of the model would increase if we were to use that specification and include
individual productivity as a researcher characteristic.

Using either 0.95 or 0.90 as the criterion yields the same regression tree for the residualized
impact scores, shown in figure A3. (In other words, loosening further from 0.95 to 0.90
generates no additional splits.) Compared to our main estimate in figure 2, this tree has
four additional splits and fourteen rather than ten terminal nodes. The new splits occur at
former terminal nodes, while the upper structure of the tree is unchanged. However, one of
the new terminal nodes contains a relatively small number of observations (node 17), which
may raise a concern about over-fitting.

The additional richness of this tree would increase the complexity of the model, but it
would not greatly improve the predictive fit of the production function. The higher number
of terminal nodes would increase the number of distinct kinds of research projects from
43 to 69 (with cost function c1), and following similar calculations as in Section 2.2, the
number of network types would rise from approximately 90,000 to almost 360,000. Hence,
the additional complexity in the production function would likely require us to make the
cost variables even more parsimonious. However the correlation between the actual and
predicted values of the dependent variable in the production function (i.e., the residualized
impact scores) would only rise from 0.1095 to 0.1194. Consequently, we believe it is best to
use our preferred specification with ten terminal nodes.

The use of a regression tree entails substantial discretization of the explanatory variables.
This may seem rather stark, especially in comparison with a more common approach like
a linear regression with untransformed variables. However the discretization is obtained
empirically, because the regression tree constructs a partition of the joint support of the
explanatory variables based on the predictive fit for the dependent variable. Consequently,
a regression tree can provide quite substantial dimension reduction without a loss of fit.
Our production function condenses the joint support of the production inputs, (Tp, |Np|, Zp),
from over 19,000 different combinations of these variables observed in the data, into just ten
elements of a partition (i.e., the ten terminal nodes). At the same time, the regression tree
fits better than a linear regression with the untransformed variables. While the correlation
between the actual and predicted values of the dependent variable is 0.1095 with our produc-
tion function, it would be only 0.0853 with a linear regression. Furthermore, because utility
depends on the expected impact of a project, and not on the production inputs directly, only
the predictive fit of the production function ultimately matters, not the complexity of the
explanatory variables or the number of terminal nodes.
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Next, for comparison, figure A4 presents a “full” specification of the production function
that includes the authors’ average prior impact scores and uses the observed (not residual-
ized) impact scores as the dependent variable. The average prior impact (“avg_impact”) is
by far the most predictive variable. It determines most of the splits in the first four levels
of the tree and accounts for 12 out of the 25 total splits. The effects of the other vari-
ables are generally similar to those in our production function. Papers with more authors
have higher expected impact, as do those on more Business topics (“bzfin”) and less Local
Economies (“agloc”) topics, for example. Broadly, this suggests that our approach using
the residualized impact scores is able to capture the most important relationships between
our production inputs and the variation in research impact that is not driven purely by the
authors’ individual productivity.

The “full” specification of the production function also indicates how the complexity of
the model would increase if we were to allow for heterogeneity in individual productivity. This
regression tree has 26 terminal nodes, compared to the 10 terminal nodes in our production
function. As described in Section 2.2, these 26 categories of input vectors would be combined
with the cost variables to determine the different possible kinds of projects. Additionally,
the researcher characteristics would need to be extended to include productivity levels as
well as skill categories. For example, six productivity levels could be used to approximate
the six ranges of average prior impact that correspond to the splits in the first three levels of
the regression tree in figure A4 (i.e., with the cutoffs: 0.27, 1.04, 2.87, 6.33, 9.5, and 20.71).
Finally, the number of network types would arise from the number of possible combinations
of up to L projects, crossed with the expanded researcher characteristics. There would be
exponentially more network types than in our current model, and possibly an even greater
increase in the number of variables in the QP problem.

C Statistical Inference

Here we develop a highly tractable method to account for sampling variability in the esti-
mated network moments (the type shares), when making inferences about the identified set
of structural parameters.1 This applies directly to the PRT framework, but some of the ideas
may be relevant for other partial identification methods. We implement the method with a
random sample of researchers drawn from our population data, and compare the results with
the sets of utility parameters recovered using the full population. This shows how sampling
variability affects the size of the recovered sets.

The key idea is that, with an appropriate confidence region for the observable vector of
type shares, R(π), QP problem (1) provides a mapping from this to a confidence region for
the identified set of utility parameters. Specifically, when the constraint m(θ, α) ∈ R(π)
is used (rather than m(θ, α) = π), QP problem (1) assesses whether a candidate vector of
structural parameters can yield a prediction somewhere within the confidence region R(π)
while satisfying necessary equilibrium conditions. Hence by searching for all parameter vec-
tors that are accepted by this QP problem, we can find a confidence region for the identified

1We use the term “identified set” loosely here. Because our approach involves necessary but not sufficient
conditions, a superset of the identified set is recovered. However “identified set” appears to be the more
common usage than “recovered set” in the literature.
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set. This potentially offers a substantial computational advantage over some existing ap-
proaches because a search through the space of structural parameters needs to be conducted
only once, rather than for multiple draws of the vector of observable quantities (see, e.g.,
Kline and Tamer, 2016)).

The confidence region R(π) that we use is a polytope, so that it can be defined via
linear constraints in the QP problem. To derive R(π) we assume a multivariate normal
approximation to the sampling distribution of π̂. Specifically, suppose that the sampling
distribution of π̂ is well approximated by a multivariate normal N(π0,Σ). We use a Cholesky
decomposition of the inverse variance matrix, C ≡ Chol(Σ−1), which rotates π̂ so that it has
a spherical distribution (i.e., C(π̂ − π0) ∼ N(0, I)). To define a confidence region with the
appropriate coverage (e.g., 1 − α), we then find the hyper-cube that has the corresponding
probability in the rotated sampling distribution, as follows.

Let π have p dimensions. The width of the cube should be set so that the marginal
probability in each dimension is (1−α){1/p}, making the product of the marginal probabilities
equal to (1 − α). Let c equal the critical value that defines the (half) width of the cube;
this is easily found as the appropriate quantile of the standard normal distribution. The
polytope for the 1− α confidence region, R(π̂), is then defined by the linear constraints

C(π − π̂) ≤ c

−C(π − π̂) ≤ c.

This is the set of vectors of type shares π that are within ±c of the observed vector π̂
in each dimension, in the rotated space. Finally, using this to implement the constraint
m(θ, α) ∈ R(π̂), we have the following system of linear inequality constraints which are
included in the QP problem:

C(m(θ, α)− π̂) ≤ c

−C(m(θ, α)− π̂) ≤ c.

(Recall that m(θ, α) is linear in the vector of allocation parameters α.) These additional
constraints increase the computational burden by a negligible amount.

We implement this method with 50% samples, drawn separately for the analyses of
the two specifications of the cost function. Each sample is constructed by first randomly
selecting 50% of the experienced researchers in the population (without replacement), and
then using data from the full population to observe the attributes of their neighbors and
their local network, as needed to define their network types. (In an application without
data on a full population, this information could be collected from the sampled individuals,
or via a “snowball” sampling approach that also interviews the neighbors of the initial
sample.) We do not re-estimate the production function with these samples. Instead, we
use the regression tree recovered with the full population, and maintain its interpretation as
a population object. It should be possible, in concept, to use a bootstrapping procedure to
account for sampling variability in the estimated production function. However that would
be very computationally intensive, because a new set of utility parameters would need to be
recovered for each bootstrap iteration of the production function.
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Figure A1: A network of economics (JEL) subject codes.

Notes: The nodes in this network are JEL codes, and two codes are connected if they have been co-listed
on a paper. Links are weighted by a modified conditional probability, as described in Anderson (2017).
Colors indicate a division of the network into clusters of topics, via a standard community-finding algorithm
(Louvain method). Node size indicates the number of papers containing that code.
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(a) Cost function one (c1) (b) Cost function two (c2)

Figure A2: Recovered sets of utility parameters without the restriction that β ≥ 0.

Notes: Axis labels are as follows: b for β, the marginal utility of expected impact; cN, cS, cG, cT for γN ,
γS , γG, γT , the costs of an additional coauthor, of different skill backgrounds, of a generalist given skill
differences, and of an unfamiliar topic, respectively. Black dots show vectors recovered with the population
data, gray dots with a 50% random sample. The range of the x and y axes in each plot is 4, which corresponds
to a range with 95% probability in the distribution of the cost shocks.
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Figure A3: Alternative regression tree estimate of the production function.

Notes: Estimated with the impact scores of articles in 2009 and 2010 that have been residualized from the
authors’ average prior impact scores from their articles in 1998 to 2007. Uses a minimum criterion of 0.95
rather than 0.99.
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Figure A4: Full regression tree estimate of the production function, which includes the average impact scores of the authors’
earlier publications from 1998 to 2007 (“avg impact”).
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Table A1: Researcher Publications (43,637 individuals*)

Current Publications Prior Publications
(2009–2010) (1998–2007)

Number of Articles Number of Articles
0 0.197 Mean 5.11
1 0.423 SD 6.42
2 0.180
3 0.089 Average Impact Score

≥ 4 0.111 Mean 2.93
SD 7.29

Unfamiliar Topics
0 0.644

≥ 1 0.356

* Researchers who published at least 1 article in 1998–2007 and one article in 2008 or 2009–2010.

Table A2: Project and Team Characteristics (46,535 articles*)

Discrete Measures Continuous Measures
Prop. Mean (SD)

Number of Authors Impact Score 2.92 (9.20)
1 0.313 Residualized Score 0.00 (7.00)
2 0.400
3 0.217 Team Degree 3.99 (5.18)
4 0.053 Total Projects 6.68 (6.09)

≥ 5 0.016
Skill Differences Skill Deficit 0.464 (0.421)

Xdif = 1 0.085 Zdef = 0 (prop.) 0.358
XgenXdif = 1 0.014 Zdef = 1 (prop.) 0.312

* Papers published in 2009 and 2010 with at least one author with 1 or more publications in 1998–2007.
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Table A3: Researcher Publications (23,559 individuals*)

Current Publications Prior Publications
(2009–2010) (1998–2007)

Number of Articles Number of Articles
0 0.155 Mean 8.31
1 0.349 SD 7.34
2 0.204
3 0.117 Average Impact Score

≥ 4 0.175 Mean 3.91
SD 7.53

Unfamiliar Topics
0 0.613

≥ 1 0.387

* Researchers who published at least 3 articles in 1998–2007 and one article in 2008 or 2009–2010.

Table A4: Project and Team Characteristics (35,077 articles*)

Discrete Measures Continuous Measures
Prop. Mean (SD)

Number of Authors Impact Score 3.44 (9.96)
1 0.271 Residualized Score 0.00 (8.21)
2 0.418
3 0.238 Team Degree 4.74 (5.52)
4 0.057 Total Projects 7.59 (6.43)

≥ 5 0.016
Skill Differences Skill Deficit 0.460 (0.421)

Xdif = 1 0.071 Zdef = 0 (prop.) 0.363
XgenXdif = 1 0.011 Zdef = 1 (prop.) 0.310

* Papers published in 2009 and 2010 with at least one author with 3 or more publications in 1998–2007.
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Table A5: Characteristics of research projects, by number of current projects by focal indi-
vidual

Panel A: Discrete measures (proportions by category)

Num. proj. by Number of Authors Skill Differences
focal indiv. 1 2 3 4 5 6 Xdif = 1 XgenXdif = 1

1 0.226 0.369 0.289 0.087 0.020 0.009 0.098 0.019
2 0.206 0.392 0.288 0.087 0.020 0.008 0.097 0.022
3 0.183 0.413 0.302 0.078 0.019 0.005 0.105 0.020

≥ 4 0.177 0.413 0.303 0.083 0.018 0.007 0.109 0.024

Panel B: Continuous measures (means)

Num. proj. by Impact Score Team Total Skill
focal indiv. Observed Resid. Degree Projects Deficit

1 2.782 0.003 1.953 4.068 0.438
2 3.710 0.228 3.322 5.631 0.419
3 4.291 0.366 4.544 7.158 0.422

≥ 4 4.138 0.221 8.446 12.473 0.439

Table A6: Examples of Impact Scores for Selected Journals

Journal Score Journal Score

Econometrica 41.37 Games Econ. Behav. 8.52
J. Econometrics 15.53 Int. J. Game Theory 4.10

J. Law Econ. 9.26 J. Math. Econ. 3.99
Explor. Econ. Hist. 3.03 J. Econ. Behav. Organ. 3.36

J. Public Econ. Theory N/A

Scores come from Kodrzycki and Yu (2006), Table 3.
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