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1 Introduction

A recent econometric literature has developed sophisticated methods to structurally estimate

strategic models of network formation.1 However, thus far, there are few empirical applica-

tions of these methods.2 Mele (2020) applies Mele (2017) to study racial segregation in high

school friendships, Anderson and Richards-Shubik (2019) apply de Paula, Richards-Shubik

and Tamer (2018) to study coauthorships among economists, while Canen, Jackson and

Trebbi (2020) and Battaglini, Patacchini and Rainone (2019) use somewhat different meth-

ods to study legislative activity in the U.S. Congress.3 A principal challenge for applying

these methods empirically is how to develop a model that is rich enough to be economically

informative but parsimonious enough to be computationally feasible. This chapter discusses

techniques to manage this tradeoff in the context of a particular class of network formation

models. We also present extensions to the estimation method, which expand the class of

models, and which provide statistical inference with minimal computational burden.

This analysis builds on the approach to identification introduced by de Paula, Richards-

Shubik and Tamer (2018, henceforth “PRT”). Their approach applies to a broad class of

network formation models, where link externalities may be positive or negative and where

the number of agents is large. The main limitation on the class is that there must be a

bound on the degree of each node. The key insight of PRT is to aggregate individuals

who occupy structurally similar network positions, which offer identical payoffs, and then to

assess necessary equilibrium conditions on these aggregate quantities rather than on dyadic

links.4 The utility specification thus pays a large role in dimension reduction, by determining

the number of structurally distinct network positions, which offer different payoffs, that are

relevant under a given model. As a consequence, modeling choices have a direct impact on

both the informativeness of the empirical exercise and its feasibility.

We begin by describing how the utility specification impacts dimensionality in the con-

text of two examples. One is a model of friendship, which appeared in PRT and is similar

to models in several other econometric papers. The other is the model of coauthorship

1See, for example, published articles by Miyauchi (2016); Graham (2017); Mele (2017); Boucher and
Mourifié (2017); de Paula et al. (2018); Sheng (2018); Leung (2019), and working papers by Christakis et al.
(2010); Badev (2013); Menzel (2017).

2Some econometric papers provide sophisticated empirical illustrations, such as Miyauchi (2016), Badev
(2013), and Gualdani (2020), but the main contributions of these papers are methodological.

3Canen et al. (2020) use the social effort framework of Cabrales et al. (2011), and Battaglini et al. (2019)
define a new competitive equilibrium solution concept. Also, two recent working papers by Nadler (2016)
and Min (2019) estimate dynamic models with bipartite graphs, which circumvent some of the difficulties
that arise with typical strategic models of network formation.

4This notion of network positions is formalized in Section 2. An early influential example of a related
concept with this name appears in Burt (1976).
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from Anderson and Richards-Shubik (2019, henceforth “AR”). We first show how the rele-

vant network positions are defined and represented in these examples (essentially, they are

subgraphs), and we describe in detail how the utility specification affects the number of

distinct network positions. Additionally we show how machine learning techniques can be

used for dimension reduction in the coauthorship model. This is crucial to make the model

computationally feasible while including a fairly rich set of covariates.

Section 3 then explains the aggregate necessary conditions for equilibrium, and how they

are assessed with a computationally efficient quadratic programming problem. There we

propose an important extension to the conditions developed by PRT, which enables the pro-

cedure to recover bounds on a utility parameter that governs clustering—a salient attribute

of many observed networks. We also show how features of the coauthorship network, such

as self-links for sole-authored papers, are naturally incorporated into the framework.

Section 4 describes a highly tractable method for statistical inference that fits easily into

the quadratic programming procedure. PRT prove that the observable aggregates used for

inference will converge to the population values from a single network, but they do not

provide a specific method to account for sampling variability. We show how to construct a

confidence region for the identified set, via linear inequality constraints that have a negligible

effect on the computational burden.

Section 5 discusses tactics to lower the comptational burden by reducing the number

of aggregate quantities and moment inequalities used in estimation. For example, residual

categories can be used to collect relatively rare outcomes, as is done in the analysis by AR.

Finally, Section 6 presents the results of a simulation exercise of the friendship model and

an empirical application of the coauthorship model. These analyses show that the methods

are feasible to implement and yield informative bounds on key parameters.

2 Utility and Network Positions

The modeling framework in the PRT approach is a network formation game with a continuum

of players, i ∈ N . The players have predetermined characteristics, X, which can affect each

other’s payoffs, and preference shocks, ε, which only affect their own payoffs. The network

is represented with an adjacency mapping, G : N × N → {0, 1}. Expressed very generally,

the utility of player i in network G is ui(G, (Xj)j∈N ; εi).

The PRT approach requires two key assumptions about preferences, which necessarily

delimit the applications for which it is appropriate.5 One is bounded degree: individuals have

5Certain assumptions about the preference shocks are also potentially important, and are discussed later
when the relevant details have been introduced.
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no more than L links in equilibrium, because utility is infinitely negative if the number of

links exceeds this bound. The other is finite payoff depth: only connections up to distance

D in the network affect utility. Both of these assumptions can be restrictive. Bounded

degree rules out “hubs”—nodes with many links—which makes the approach better suited

to networks with exponential rather than power law degree distributions. Finite distance

ignores possible global interactions, such as a public good that benefits all players. The values

of D and L are thus important modeling choices. Theoretical guidance may be available for

the payoff depth, and the observed degree distribution may help to inform the bound on

degree.

PRT use the term network type to refer to the local network structure around an in-

dividual, which determines his or her utility derived from the network. This focus on the

topological structure around a node is central to the approach, and it is similar to the notion

of structurally equivalent network positions that has appeared elsewhere in the multidisci-

plinary literature on networks (e.g., Burt, 1976).6 Formally, each network type is a collection

of rooted subgraphs that yield the same utility for the root node under the given utility spec-

ification. The root is called the ego of the network type. The other nodes are unlabeled

(i.e., utility is invariant to permutations of the identities of alters). The subgraph(s) in a

particular network type contain all nodes up to distance D from the ego, along with their

characteristics. Isomorphic subgraphs belong to the same network type. Moreover, as de-

scribed in the examples below, non-isomorphic subgraphs that yield the same utility may also

belong to the same network type. The definition of the set of network types thus depends

on the utility specification, and the construction of this set is crucial for the computational

gains provided by the PRT approach.

Each node in a network can be classified as the ego of one network type. In other words,

we say that individual i is network type t if the local subnetwork up to distance D from node

i in network G matches one of the subgraphs in network type t. Given the assumptions of

bounded degree and finite payoff depth, and finite support of the characteristics X, there

is a finite number of network types. Network types are observable because the data are

assumed to contain all links and node characteristics, either for the complete network or for

a sample of nodes. Therefore the proportions of individuals of each network type, called

the type shares, can be consistently estimated with an appropriate sampling method such as

“snowball sampling” (see PRT, Section 6.2).

6The main difference between the concepts of network types in PRT and structural equivalence in Burt
(1976) is that the former is local while the latter is global. Thus network types could be understood to
collect nodes that are locally structurally equivalent.
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2.1 Friendship model

Our first example is common in the econometric literature on network formation, and the

utility specification here matches the one used for simulations in PRT. Its typical application

is friendships among high school students, where the characteristics (X) are fixed attributes

such as race. The utility specification is as follows:

ui(G, (Xj)j∈N ; εi) ≡
∑
j∈N(i)

(
f(xi, xj) + εil(j)(xj)

)
(utility from friends) (1)

+
∑
j∈N(i)

∑
k∈N(i):

k>j

G(j, k)ω (mutual friendships)

+
∣∣∣ ⋃
j∈N(i)

N(j)−N(i)− {i}
∣∣∣ν (friends of friends)

−∞ · 1|N(i)|>L (bounded degree)

(Here N(i) denotes i’s network neighbors, and εil(j)(xj) assigns i’s l-th preference shock to

neighbor j.) The maximum payoff depth in this specification is D = 2, which is common

in the friendship models used as examples in the econometric literature (e.g., Mele, 2017;

Sheng, 2018). We set the bound on degree at L = 3, which is the 95-th percentile of the

number of friends observed in the AddHealth study.7 There is one characteristic, race, which

is binary: black (X = B) or white (X = W ).

An individual has one preference shock for each potential friend with each character-

istic: εi ≡
(
εil(B), εil(W )

)L
l=1

. The shocks are completely independent of the observable

characteristics, which is a common assumption in this literature (with notable exceptions

by Charbonneau, 2017; Dzemski, 2019; Graham, 2017). The distribution of the shocks, F ,

is known up to a finite number of parameters, which is also standard. The examples here

further assume that the shocks are IID with standard normal distributions, meaning their

distribution is completly known a priori. Setting the location and scale of the shocks is

a natural normalization of utility, but assuming no correlation among the shocks is poten-

tially restrictive. It likely tightens the bounds of the recovered set, although it should be

refutable (Manski, 2003) with sufficient data, because it affects the observable predictions of

the model.8

Figure 1 provides an example network type that illustrates the components of the utility

specification. The ego is black, shown as the square node in the center of the visualization

7Here friends are defined as reciprocated friendship nominations between individuals of the same sex.
8For example, specification (1) could not fit a network where nearly all nodes are either isolated or fully

linked, because that requires a strong positive correlation among the shocks.
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B
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B

f(B,B) + ε1(B)

f(B,W ) + ε2(W )ν

ν

ω At =



0 1 1 0 0 0 0 0 0 0
1 0 1 0 1 0 0 0 0 0
1 1 0 0 0 0 1 0 0 0
0 0 0 0 0 0 0 0 0 0
0 1 0 0 0 0 0 0 0 0
0 0 0 0 0 0 0 0 0 0
0 0 1 0 0 0 0 0 0 0
0 0 0 0 0 0 0 0 0 0
0 0 0 0 0 0 0 0 0 0
0 0 0 0 0 0 0 0 0 0


10×10

vt =



B
B
W
0
B
0
W
0
0
0


10×1

Figure 1: Example of a network type (t) in the friendship model, with its representation as
an adjacency matrix (At) and vector of node characteristics (vt).

Notes: In the visualization on the left, the ego is the square node. The letters inside the nodes indicate node
characteristics, and the other notation indicates components of utility.

(on the left of the figure). There are two friends, one black and one white, who are also

friends with each other. These friends provide utility f(B,B) + ε1(B) and f(B,W ) + ε2(W )

to the ego, and their mutual friendship provides an additional ω. The black friend is linked

to another black individual, and the white friend is linked to another white individual; those

two friends of friends provide 2ν to the ego. Last, the dotted line between the two friends

of friends indicates a possible link that is not relevant to the ego’s utility. Subgraphs with

or without this link could be included in this network type.

Figure 1 also shows how the network type can be represented with an adjacency matrix,

A, and a vector of node characteristics, v. The first row of A and the first element of v

correspond to the ego. The next L rows of A and elements of v correspond to the possible

direct alters, and the remaining rows and elements correspond to the possible indirect alters

at distance 2. The indirect alters are ordered in blocks by the direct alter through which

they are reached: for example, rows 1 + L+ 1 to 1 +L+ (L− 1), here rows 5 and 6, are for

indirect alters reached via the first direct alter, and so on. This representation of network

types can be used for any application that fits into the PRT framework (i.e., that satisfies the

assumptions above). However we will see in the second example that other representations

can be developed for specific applications, which may be more parsimonious.

We can now discuss the definition of the set of distinct network types in some detail,

which will start to indicate its importance for the computational burden. The subgraphs in

the same network type must yield the same utility to the ego, and they must be equivalent for

the assessment of equilibrium necessary conditions. The full meaning of this second clause

can wait until the equilibrium conditions are defined in Section 3, but a simple example

will show how this can affect the definition of network types. The characteristics of the

indirect alters in figure 1 do not affect the payoffs in utility specification (1). However the
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ω

Figure 2: Network type (t̂) that results from adding a link to the indirect alter of race B in
the preceding figure.

characteristics of those nodes are relevant if we contemplate adding a link between one of

them and the ego. The network type that would result is shown in figure 2. The new link

yields f(B,B) + ε3(B) for the direct friendship and ω for the additional mutual friendship,

while the ν for the former friend of a friend is lost. If some individual of type t (figure 1)

would prefer type t̂ (figure 2), and the corresponding alter at distance 2 would also prefer

his or her resulting type, then the network is unstable. So, in order to assess the stability

of nonexisting links between individuals at distance 2 from each other, network types must

indicate the characteristics of those indirect alters. On the other hand, information on the

links among the indirect alters is not needed. The possible link indicated by the dashed

line in figures 1 and 2 is irrelevant because it does not affect utility in either type. That is

because utility depends on the number of indirect alters, but not the number of paths to

an indirect alter. Consequently, the network type shown in figure 1 can include subgraphs

where a link between the two indirect alters is either present or absent.

The total number of network types in this example is 1,632. Without node characteristics,

there are 36 non-isomorphic adjacency matrices (A), omitting the irrelevant links among

indirect alters. Then, by assigning all possible combinations of the binary node characteristics

to these subgraphs, we arrive at the 1,632 distinct types.9 This is much smaller than the

number of unlabeled, connected graphs on the relevant number of nodes (i.e., 10), which is

over 10 million—without node colors.10 The difference largely arises because links among

the indirect alters (i.e., 6 of the 10 nodes) are omitted.

9By comparison, the simulation of utility specification (1) in PRT used fewer network types, because there
the stability of nonexisting links between individuals at distance 2 was not directly assessed. In that case,
subgraphs where the indirect alters had different characteristics could be combined into the same network
type. For example, in figure 1, vectors of characteristics with any combination of B and W at positions 5
and 7 could be included. This reduces the number of network types to 356.

10See the On-Line Encyclopedia of Integer Sequences, http://oeis.org/A054924 and http://oeis.org/

A001349.
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2.2 Coauthorship model

Our second example applies to coauthorship among researchers, the topic of a substantial

literature in economics as well as other disciplines.11 Researchers choose to work on projects

with each other, which defines a collaboration network. In this model the network is rep-

resented as a multigraph, where nodes may have multiple links with each other, because

researchers may work on multiple projects together. Additionally the edges have attributes

that express the topics of the projects, which are endogenous. This requires a modification

of the definition of stability used as the solution concept, but it does not substantially alter

the implementation of the PRT approach.

We first briefly summarize the model (for the full presentation see AR). Researcher utility

is the sum across projects, p, of the “impact” of the resulting publication, Yp, minus the cost

of working on the project, Cp. These are functions of the characteristics of the researchers on

the project team and their connections to other researchers in the network. The analysis in

AR focuses on team size and skill differentiation; accordingly the researcher characteristics

are their areas of expertise, or “skills,” denoted S.12 The impact of a paper is also a function

of its “topic,” denoted T . Thus, denoting the set of individuals working on project p as Np,

we have Yp = f(Tp, {Sj}j∈Np , |Np|, G) and Cp = c({Sj}j∈Np , |Np|, G). The functions f and c

are specified further below, but it should be noted that the exclusion restriction on c (e.g.,

the absence of Tp) is important for identification (unless functional form assumptions are

imposed).13 The maximum payoff depth is D = 2, because link externalities are assumed

to depend essentially on the number of coauthors’ coauthors (see below). The bound on

degree is not set directly; rather, the number of projects is limited to three, which is the

85-th percentile in the estimation sample. Accordingly for this model we use L to denote

the bound on the number of projects, rather than on degree, and hence L = 3.

An example of a network type, drawn from the observed data on economics publications in

2009 and 2010 from EconLit, is shown in figure 3. The nodes are labeled with the individual

identifiers from one instance of this type in the network. The ego is ET, whose skill is

indicated by the yellow node color. The ego has three projects, two with the same alter SK

11Goyal et al. (2006) and Ductor et al. (2014) are two important articles specifically on coauthorship in
economics. König et al. (2015), which structurally estimates a model of effort allocation given a network of
collaborative relationships, offers a sophisticated analysis that complements the study of network formation in
AR. These papers are part of a broader literature that examines social and institutional factors in publication
outcomes in economics.

12For tractability, the model abstracts from differences in productivity across researchers. In the empir-
ical implementation, impact scores are residualized from the average impact scores of the authors’ prior
publications. For further discussion see AR.

13This is somewhat similar to the need for an exclusion restriction in selection models (e.g., Ahn and
Powell, 1993). Here, the exclusion restriction on c is needed to obtain informative bounds on certain utility
parameters. This is discussed further in Section 6.2 when the utility specification is presented in full.
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Figure 3: Example of network type based on publications in 2009 and 2010

Notes: The ego is node “ET.” Node colors indicate areas of expertise: yellow is “applied micro” which also
includes much of econometrics, green is “business and finance” which includes industrial organization, red is
“methods and theory” which includes game theory, and gray indicates a generalist or a new researcher.

and one with another alter FC. Alter SK has a third project with two other researchers, while

alter FC has a sole-authored project (the loop) and a third project with another researcher.

ET, SK, and SK’s other collaborators all have the same area of expertise, while FC and FC’s

other collaborator have other skills. The topics of the projects are not shown in figure 3, but

they could be indicated with edge colors.

The network types in this model could be represented with an extension of the matrix

A and vector v presented in Section 2.1, but a much more parsimonious representation can

be developed based on the details of the utility specification.14 First, the full content of the

adjacency matrices is not needed because every project yields a complete subgraph among

its authors. Hence the number of authors, |Np|, is sufficient to determine the block of the

adjacency matrix restricted to the authors. Second, the effects of external connections to

other researchers in G (i.e., link externalities) are assumed to arise from two variables: (a) the

total number of other researchers anyone in the team is linked to; and (b) the total number

of other projects the team members are concurrently engaged in.15 These are respectively

motivated by: (a) possible postive externalities from sharing information across research

teams; and (b) possible negative externalities from dividing time across projects. As a

consequence, the information in the adjacency matrix for project p can be condensed to |Np|
14The extension of (A, v) would use a three dimensional array for A, with one matrix for each project, and

similarly a two dimensional array for v, with one vector for each project. Also the entries of A could take
multiple values, not just 0 and 1, to represent the different topics.

15These totals may be different because the network is a multigraph; i.e., one reasearcher may be engaged
in multiple projects with another researcher.
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and two scalars with these totals.16

Further dimension reduction is accomplished by applying machine learning techniques

to partition the support of paper topics (T ) and researcher skills (S), and the joint support

of the arguments of the production function (f). The former uses a network-based cluster

analysis, introduced in Anderson (2017), to group JEL subject codes into topical areas that

also define researcher skills. First, a network is constructed among JEL subject codes (i.e.,

a network of ideas, not people), using data on publications in an earlier time period (1998–

2007). Codes are linked if they are listed together on a paper, and links are weighted based

on the number of times a pair of codes is co-listed. This “code to code network” is visualized

in figure 9. Then a standard community-finding algorithm (the Louvain method, Blondel

et al., 2008) is used to partition the network of codes, which yields five clusters indicated

by the colors in figure 9. These clusters roughly correspond to recognizable subject areas

within economics, and we refer to them as follows:

1. Business (e.g., management, industrial organization, finance)

2. Macroeconomics (e.g., monetary and fiscal policy, international trade)

3. Applied Microeconomics (e.g., labor, health, education, applied econometrics)

4. Local Economies (e.g., agriculture, natural resources, urban, regional)

5. Methods and Theory (e.g., game theory, mathematical methods, pure econometrics)

These five clusters define topical areas that are used to characterize paper topics and re-

searcher skills, as follows. First, the topic of a paper is represented as the proportion of its

JEL codes in each topical area: Tp ≡ (ρ1p, ρ2p, ρ3p, ρ4p, ρ5p), where ρap is the proportion of

codes in area a. Second, researchers are categorized as a specialist in one of the five topical

areas, or as a generalist, based on the topics of their papers published in the earlier time

period. We take the simple average of the topics of the papers (i.e., an average of vectors

of proportions), and designate the researcher as a specialist in the area where the average

proportion exceeds 0.5. If there is no area where the average proportion of JEL codes ex-

ceeds 0.5, we designate the researcher as a generalist. These skills (i.e., areas of expertise)

are encoded as Si ∈ {0, 1, 2, 3, 4, 5}, where 0 represents a general skill and 1 to 5 represent a

specialized skill in one of the five topical areas listed above.

For dimension reduction in the production function, f , we use regression tree analysis.

This partitions the joint support of the production factors, while also providing better fit

16In other words, different subgraphs that yield the same values of these variables could be included in
the same network type.
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than a linear regression.17 In a regression tree, each element of the partition has the same

predicted value of the outcome (i.e., the “impact” Yp), so vectors of production factors

(Tp, {Sj}j∈Np , |Np|, etc.) in the same element of the partition can be treated as equivalent.

This reduces the many possible combinations of the production factors into a much smaller

number of equivalence classes. The estimated regression tree is shown in figure 10.18 Papers

with more authors (“num_authors”) have higher predicted impact. Also papers with more

Business topics (“bzfin”) typically have higher impact (compare terminal nodes 17-19 vs. 10-

11 and 13-14) while those with more Local Economies topics (“agloc”) have lower impact

(nodes 13-14 vs. 10-11 and node 19 vs. 17-18). The fit between the authors’ skills and the

paper’s topic (“skill_deficit”) is also found to be predictive (node 17 vs. 18). On the

other hand, the regression tree does not find strong externalities from links to researchers

outside the team. Only for sole-authored papers, having collaborators on other projects

(“team_deg” > 1) predicts lower impact (node 3 vs. 5-6), which likely reflects the allocation

of time toward projects with coauthors.

Finally, the cost function c({Sj}j∈Np , |Np|, G) is given a very parsimonious specification.

First, it is assumed that external connections to other researchers outside the team can only

affect the impact of the paper, not the costs; hence G is also excluded from c. Second,

the array of researcher skills, {Sj}j∈Np , is assumed to affect costs only through two binary

factors: (a) whether any team members have different skills; and (b) whether any team

member is a generalist in the case of (a). The cost function is then specified as a linear

combination of these two binary variables and the number of authors, |Np|. The motivation

for this definition of costs is the possible communication and coordination difficulties that

may arise based on group size and skill differences (e.g., Becker and Murphy, 1992; Dessein

and Santos, 2006; Ferreira and Sah, 2012).

With these simplifications, the network types for this model can be represented with

a list of vectors of project characteristics, for up to L projects, along with the ego’s skill.

The first element of each vector of project characteristics is the impact as predicted by

the regression tree estimate of the production function. The other elements are the cost

variables: the number of authors and the two binary indicators for skill differences and

the presence of a generalist. Given the assumptions in the utility specification described

above, any subgraphs (or rather, sub-multigraphs) that yield the same list of vectors of

17Varian (2014) provides a basic introduction to regression trees and related methods for economists. To
generate the tree, a sequential process finds cutoffs in and interactions among the explanatory variables
that results in a partition of their joint support, and the predicted values of the dependent variable are its
averages within each element of this partition.

18The impact scores used as the outcome variable here are residualized from their expectations conditional
on the authors’ average prior impact scores, using a preliminary regression tree containing only the average
prior impact scores. For further discussion see AR.
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project characteristics would provide the same utility to the ego. Additionally, any such

subgraphs would be equivalent for the assessment of equilibrium necessary conditions. Hence

the simplified representation contains all the information needed to define the network types

in this model and to implement the aggregate necessary conditions described in the next

section.

Even with this parsimonious representation, however, the number of possible network

types is still infeasibly large. Further steps are needed to reduce the number of network

types, although this comes with a loss of information. This is the focus of Section 5, but

as a preview, one of the main tactics is collecting relatively uncommon network types into

residual categories. To give a sense of the magnitudes involved, there are six different skills

for the ego (S ∈ {0, 1, 2, 3, 4, 5}) and 28 different vectors of project characteristics, for up

to 3 projects, which gives a total of 26,970 possible network types. In the data, which

contain 39,753 publications by 30,594 researchers, 3,007 different types are observed. After

uncommon types are collected into residual categories, there remain 414 types and residual

categories that are used in the actual computations.

3 Aggregate Equilibrium Conditions

As is typical in the literature on empirical games, the overall empirical approach is to find

parameter vectors such that the model can generate the observed distribution of outcomes

while satisfying necessary conditions for equilibrium. The key innovation in PRT is to use ag-

gregate conditions that are implied by the underlying game theoretic solution concept, rather

than applying the equilibrium definition directly to micro-level outcomes. We start this sec-

tion by stating the definitions of stability used as solution concepts in our two examples,

and discussing the appropriateness of these equilibrium definitions for those applications.

We then review how PRT develop aggregate necessary conditions based on the first con-

cept, pairwise stability. Section 3.2 then presents an additional aggregate condition that

assesses the stability of nonexisting links between individuals at distance 2, in the context of

the friendship model. Finally, Section 3.3 notes how the aggregate conditions can be easily

adapted to accommodate self-links, which appear in the coauthorship model.

For the friendship model, the solution concept is pairwise stability with non-transferable

utility (Jackson and Wolinsky, 1996), which is commonly used in network formation models.

With a continuum graph, PRT state the definition as follows:
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Definition 1 (Pairwise Stability) All links ij must be preferred by players i and j over

not having the link, and all nonexisting links must be damaging to at least one of the players:

∀i, j : G(i, j) = 1, ui(G,X) ≥ ui(G−ij,X) and uj(G,X) ≥ uj(G−ij,X); and (i)

∀i, j : G(i, j) = 0, if ui(G+ij,X) > ui(G,X) then uj(G+ij,X) < uj(G,X). (ii)

The notation G−ij and G+ij in the definition above is analogous to that used in standard

definitions of pairwise stability for finite graphs. Thus G−ij(i, j) = 0, G+ij(i, j) = 1 and

G−ij(k, l) = G+ij(k, l) = G(k, l) for all (k, l) 6= (i, j). X is the vector of node characteristics

for the global graph: X ≡ (Xj)j∈N .

For the coauthorship model, this notion of stability is extended to accommodate edge

attributes (e.g., paper topics) and self-links (e.g., sole-authored papers). Additionally the

definition of the solution concept considers deviations where coalitions of one to k individ-

uals add links with each other (i.e., a new project among those researchers). However, for

computational feasibility, the aggregate conditions assess these deviations only for groups of

one or two researchers.19 The definition is stated in terms of dropping or adding projects,

rather than links, which naturally accommodates the multigraph. Intuitively, it says that a

network is stable if: (i) no researcher would prefer to drop any of her projects; and (ii) no

group of one to k researchers would prefer to add a project on some topic.

Definition 2 (Stability) A collaboration network G is stable if:

(i) For all i and p ∈ Pi, ui (G,S) ≥ ui (G\Ep,S) ; and

(ii) There exists no N̂ ⊂ N with |N̂ | ≤ k, Ê = N̂ × N̂ , and T̂ ∈ T such that

ui

(
G ∪ Ê,S

)
≥ ui (G,S) , ∀i ∈ N̂ , with uj

(
G ∪ Ê,S

)
> uj (G,S) for some j ∈ N̂ .

Here S is the global vector of node characteristics, which are the researcher skills, and E

denotes a set of edges that pertain to a particular project. The two parts of Definition 2

correspond closely to the two parts of Definition 1. Part (i) compares the utility from the

existing network against what would be obtained by removing project p from researcher i’s

set of projects, Pi.
20 Part (ii) considers adding an additional project among some group of

researchers N̂ , which defines edges Ê = N̂ × N̂ , on some topic T̂ . There must be no such

project where all of the potential collaborators would have weakly greater utility and one

would have strictly greater utility.

Stability concepts like these, especially pairwise stability, are commonly used to define

19It may be possible to assess such deviations by groups of three or more individuals, who all have the
same characteristics, via a straightforward extension to the computational procedures used for this example.
This is left for future research.

20If researcher i leaves project p, this terminates the project so the graph becomes G \ Ep.
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equilibrium in the theoretical literature on networks. They are a natural fit for empiri-

cal applications with static data, where we might think the observed network represents

a rest point of an iterative process (which is abstracted from the model). Stability rules

out Nash equilibria that are dominated by simple deviations among two (or possibly more)

players,21 which would happen as individuals interact over time. Additionally, most stability

concepts use the realized values of utility (e.g., the preference shocks), making the game

one of complete information, which again is a natural fit for outcomes that arise from re-

peated interactions among individuals. The solution concepts defined above for use in our

two examples also assume that utility is not transferable. While it is possible that friends

and coauthors may bargain over activities and tasks, it is likely that any resulting transfers

would be imperfect, which suggests that non-transferable utility may be more appropriate

for these applications than transferable utility.22 In general, for these important modeling

choices about the solution concept, it is helpful to look for guidance from the theoretical

literature. Regarding the two example applications here, influential models of coauthorship

from Jackson and Wolinsky (1996) and friendship from Goyal and Joshi (2006) both use

pairwise stability with non-transferable utility.

3.1 Aggregation approach

PRT develop aggregate necessary conditions based on Definition 1, which assess part (i) for

all existing links and part (ii) for nonexisting links between individuals at distances greater

than 2D from each other. Here we review how those conditions are formulated. Section 3.2

then develops an additional aggregate necessary condition to assess nonexisting links between

individuals at distance 2 in the friendship model, which makes it possible to recover an upper

bound on the value of triadic closure, ω. (The lower bound comes from part (i) of Definition

1, which is already assessed for all existing links.)

The basic idea of the PRT approach is to classify individuals based on their preferences

over network types, and then to define how individuals with similar preferences are allocated

to the actual network types that make up the observed network. First, given a parameteriza-

tion of the utility function, we can determine which network types would be “satisfactory” to

an individual with a particular realization of preference shocks. These are the network types

that would satisfy the inequality for individual i in part (i) of Definition 1; hence, the indi-

vidual would not unilaterally deviate from any of these types. For example, the network type

21For example, pairwise stability eliminates the Nash equilibrium where no players offer links, if any players
would prefer to be linked as simple dyads.

22Solution concepts with imperfectly transferable utility have been applied to matching markets (e.g.,
Galichon et al., 2019), but they have not been used extensively in the theoretical or econometric literature
on networks.
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shown in figure 1 would satisfy the inequality for individual i if f(B,B) + εi1(B) + ν+ω ≥ 0

and f(B,W ) + εi2(W ) + ν + ω ≥ 0.23 Individuals with the same predetermined characteris-

tics (e.g., race), and with similar preference shocks, would have the same set of types satisfy

part (i) of Definition 1. These sets of individually satisfactory network types are referred

to as preference classes, generically denoted H. The preference classes define a partition of

the support of ε (conditional on X), where each element of the partition corresponds to a

different set of satisfactory types. The probability of a preference class is thus the probability

of some particular region in the support of ε (conditional on X), and these probabilities can

be computed quite tractably via Monte Carlo integration.24

Given a list of preference classes and their probabilities, the next step is to allocate indi-

viduals among the network types in their preference classes in such a way as to generate the

observed type shares. Let θ denote a vector of utility parameters (e.g., θ ≡ (f(·, ·), ν, ω) in

specification (1)), let PH(θ) denote the probability of preference class H given this param-

eterization, and define allocation parameters αH(t) that give the proportion of individuals

with preferences in class H who are allocated to network type t. Then, the predicted type

shares can be expressed as follows:

mt(θ, α) ≡
∑
H

PH(θ)αH(t). (2)

The question is whether an allocation can be found such that the predicted type shares

equal the observed type shares, while satisfying aggregate necessary conditions implied by

Definition 1.

The allocation automatically satisfies part (i) of Definition 1 because allocation parame-

ters are only defined for the network types in each preference class. Hence individuals cannot

be assigned to network types that would violate part (i) (e.g., having friends who provide

negative marginal utility). Part (ii) of Definition 1 is assessed via the objective function of a

quadratic programming (QP) problem. Intuitively, part (ii) asks whether any pairs of indi-

viduals would prefer to add a link with each other, in which case the network is not stable.

23If either of these links is dropped, the ego loses the utility of the friend (f(B, ·) + ε), the friend of the
friend (ν), and the mutual friendship (ω).

24We can see here with the construction of the preference classes and their probabilities, and below with
the allocation of individuals from preference classes to specific network types, why the PRT approach does
not allow payoffs to depend on unobserved attributes of the alters. In that case, preference classes would
involve the unobservables of multiple individuals (the ego and all potential alters). It would not be difficult
to integrate over the joint distribution of these unobservables. The challenge would be in linking the vectors
of unobservables across preference classes (e.g., the unobservables for the alters in one preference class would
be the unobservables for the egos in some other preference classes), and then allocating individuals from
their preference classes to their network types in way that treats their joint unobservables in a consistent
manner.

14



The objective function computes the measure of such pairs of individuals, which must be

zero in equilibrium.25

The QP problem solves for a vector of allocation parameters, α ≡ {αH(t) : t ∈ H,H ∈
H}, that yields the observed type shares while minimizing the measure of pairs of individuals

who want to add links with each other. With the observed type shares denoted πt, and the

matrix for the objective function denoted Q, the problem is expressed as follows:

min
α

α>Qα (3)

subj. to: mt(θ, α) = πt,∀t;∑
t∈H

αH(t) = 1,∀H; αH(t) ≥ 0.

If a feasible solution cannot be found, that means the vector of utility parameters (θ) cannot

generate the observed vector of type shares (π) while satisfying part (i) of Definition 1. If

a solution is found but has a positive objective function value (α>Qα > 0), that means

the type shares cannot be generated while satifying part (i) and part (ii) (the latter for

nonexisting links between individuals at distances greater than 2D from each other).

This formulation of the problem assumes the equilibrium type shares are observed without

error. Section 4 provides an extension that accommodates sampling error, by replacing the

first set of constraints with a requirement that the vector of predicted type shares is within

a confidence region around the observed type shares. As we show, the confidence region

can be defined with linear inequality constraints (because confidence regions need not be

ellipsiods), so it has a negligible impact on the computational burden.

Finally, a vector of utlity parameters, θ, is included in the recovered set if QP problem (3)

can be solved with an objective function value of zero. This means that the parameter vector

can generate the oberved type shares while satisfying necessary conditions for equilibrium.

To construct the identified set, a Markov chain Monte Carlo (MCMC) algorithm can be used

to move through the parameter space in a fairly efficient manner. Intuitively, this fills out the

identified set via a random walk. Thousands of vectors are evaluated with the QP problem,

and as more vectors are added the contours of the recovered set become more precise.

3.2 Adding local links

The method presented in PRT does not directly assess the stability of nonexisting links

between individuals at distances less than 2D from each other, because it is complicated to

develop a general formulation of an aggregate condition to assess such non-links, and because

25The reader is referred to PRT for the details of the construction of the objective matrix, Q.
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Figure 4: Example of adding a link to an alter at distance 2.

a fully general approach would add substantially to the computational burden. Instead, PRT

consider the implications of a restriction on preferences, which in the friendship model is that

the value of mutual friendships (ω) is less than the value of friends of friends (ν).26 Given

that restriction, QP problem (3) would recover sharp bounds on the identified set.

Here we develop an additional aggregate condition that directly assesses nonexisting

between individuals at distance 2 in the friendship model. This makes it possible to recover

bounds on ω when the above restriction on preferences does not hold. This is important

because the amount of clustering (i.e., triadic closure) observed in many networks suggests

a relatively high value of ω or other analogous parameters. The aggregate condition we

propose here is necessary but not sufficient, however, so the bounds may not be sharp.

We present the condition using a specific example, which allows the main ideas to be

conveyed without a proliferation of abstract notation. To start, consider adding a link

between the ego and the alter at distance 2 in the network type shown in figure 4. Suppose

the ego, individual i, is the initial type, t, but prefers the resulting type, t̂. For the non-link

to be stable, the alter, individual k, must not prefer to add this link. The idea for the

aggregate condition is to compare the measure of individuals like i who want to add a link

to their alter at distance 2 against the measure of individuals like k who do not want to add

a link to their respective alter at distance 2. A necessary condition for pairwise stability is

that the latter measure must be greater.

The main complication is that the aggregate condition must include more than a single

pair of network types. First, note that individual k could be any of the types shown in figure

5(a). These types are all compatible with type t: they have a white ego (individual k) with a

white friend (individual j) who in turn has one black friend (individual i), which lines up with

the corresponding nodes in type t. However the other nodes in these compatible types do

not correspond to any nodes in type t. Thus we have a set S of network types that the alter

26PRT show that, given ω ≤ ν, if all non-links between individuals of two types who are at distances
greater than 2D from each other are stable, then any non-links between individuals of the same two types
who are at distances less or equal to 2D from each other are also stable. Therefore, under this restriction,
QP problem (3) indirectly assesses the stability of non-links between individuals who are already close to
each other in the network.

16



(a) Network types that are compatible
with type t

(b) Resulting network type for the in-
dividual of type t
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Figure 5: Possible network types of the alter at distance 2 (individual k), and the resulting
network type for the ego (individual i) if a link is added to that alter.
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at distance 2 in type t could be. Similarly, the alter at distance 2 from the ego of the types in

set S could be one of multiple types. So there is an analogous set T of network types, which

includes the original type t. Importantly, any type in set T is compatible with any type in

set S. Thus we have two mutually compatible sets of network types, where individuals of

any type from one set could be an alter at distance 2 for individuals of any type from the

other set. Moreover, these two sets are exhaustive in the sense that the corresponding alters

at distance 2 must be one of the network types in the respective sets.

With the two sets of compatible network types defined, we are now prepared to formulate

the aggregate condition. For the network to be stable, it is necessary that the measure of

individuals of types t ∈ T who would like to add a link to their alter of type s ∈ S at

distance 2 is less than the measure of individuals of types s ∈ S who would not like to add a

link to their alter of type t ∈ T at distance 2. There is one further complication to address,

however, which arises because the resulting types may depend on alter’s type. Figure 5(b)

shows this for the original type t: there are three possible resulting types, depending on the

type of the alter at distance 2. So, to ensure we have a necessary condition, we compare the

measure of individuals of types t ∈ T who would prefer to add a link to all types s ∈ S at

distance 2 against the the measure of individuals of types s ∈ S who would not prefer to

add a link to some types t ∈ T at distance 2.

To express the condition we must now define some notation. Let t̂(t, s) denote the

resulting type for the ego of type t if a link is added to an alter of type s at distance 2. Let

T̂ (t) collect the resulting types from all the possible alter types: T̂ (t) ≡ ∪s∈S t̂(t, s). (For

example, figure 5(b) shows T̂ (t) for the network type t in figure 4.) Now suppose individual

i is network type t and has preferences in class Hi. Then i would prefer to add a link to all

types s ∈ S at distance 2 if all the resulting types are contained in Hi; i.e., if T̂ (t) ⊂ Hi.

Conversely, an individual k who is type s and has preferences in class Hk would not prefer to

add a link to some types t ∈ T at distance 2 if Ŝ(s) 6⊂ Hk, where Ŝ(s) is defined analogously

to T̂ (t).27 Finally, the desired condition can be expressed with the following inequality:∑
t∈T

∑
H

PH(θ)αH(t) · 1T̂ (t)⊂H ≤
∑
s∈S

∑
H

PH(θ)αH(s) · 1Ŝ(s)⊂H . (4)

This expression is linear in the allocation parameters, so it is easily added as an inequality

constraint in the QP problem.

There is one inequality for each possible pair of sets of compatible types like T and S.

Other pairs of sets of compatible types can be found in a similar fashion as above, by starting

with a type t′, then finding the set of types S ′ that could be located at some particular node at

27Ŝ(s) ≡ ∪t∈T t̂(s, t).
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distance 2 from the ego of type t′, and finally finding the set of types T ′ that could be located

at the corresponding node at distance 2 from the ego of the types in S ′. However some pairs

of sets may be more difficult to construct, and the gains from including additional inequality

constraints in the QP problem may be diminshing because they all serve to identify the same

parameter, ω. So in practice, it may be best to use only a few of these inequalities, choosing

those that involve more common network types and where the sets T and S are relatively

easy to construct. The simulation study in Section 6 uses only two of these inequalities, and

finds that they correctly identify the sign and provide informative bounds on ω.

3.3 Adding self-links

To allow for sole-authored papers, the multigraph in the coauthorship model contains self-

links, and so the method must be adapted to assess these links (and non-links). Assessing

the stability of existing self-links is a trivial extension to the method, because the preference

inequality for individual i in part (i) of Definition 1 works the same for self-links as for dyadic

links. So once sole-authored papers are incorporated into the definition of network types,

the construction of the preference classes and the QP problem does not change. The QP

problem then naturally includes constraints matching the observed and predicted type shares

for network types with sole-authored papers, which thereby assesses the existing self-links.

Assessing the stability of nonexisting self-links reqires a straightforward addition to the

procedure to construct the objective matrix, Q, so that it can compute the measure of

individuals who would like to add a sole-authored paper. This extension is fairly simple

because the PRT approach is based on an environment with an infinite number of agents.

Any set of agents can be divided in half, so having a positive measure of individuals who

want to add self-links to themselves is similar to having a positive measure of individuals who

want to add dyadic links to others of the same network type. Entries of Q that correspond to

pairs of the same network type are accordingly modified to account for whether individuals

of those types would like to add either a single-author paper or a two-author paper on some

topic. Stability requires that there is zero measure of such individuals. Thus the general

expression for the QP problem remains the same as (3), and equilibrium requires an objective

function value of zero.

4 Statistical Inference

As noted in the introduction, PRT prove consistency of the vector of type shares within a

given, realized network, and so the set of utility parameters recovered with their approach is
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known to converge to the set that would be recovered from the population. They also prove

that a confidence region for the identified set of utility parameters could be constructed from

data on a sample of nodes drawn randomly from the population network, using an appro-

priate sampling method (e.g., “snowball sampling”). However that paper does not provide

a specific method to accomplish this, which requires constructing a confidence region for

the vector of type shares based on an appropriate asymptotic approximation or resampling

procedure. Here we describe a highly tractable way to account for the sampling variability in

the estimated type shares and thereby construct a confidence region for the utility parame-

ters, with an extension to the QP problem that has a negligible impact on its computational

burden.28 The object of inference is the set of utility parameters that would be recovered

using data on the complete population of nodes in a particular, large network.

The basic idea is that a confidence region for the identified set of utility parameters would

be the union of the sets recovered from each vector of type shares in a confidence region for

those observable quantities.29 So in concept, given a confidence region for the vector of type

shares, R(π̂), based on the estimated vector, π̂, one could apply QP problem (3) to each

π ∈ R(π̂) and take the union of the resulting sets of utility parameters. However this would

be computationally prohibitive.30

The quadratic programming framework provides a much simpler alternative. The con-

straint that matches the observed and predicted type shares, m(θ, α) = π, can be replaced

with a constraint that requires the predicted type shares to be within the confidence region

for the true type shares: m(θ, α) ∈ R(π̂). This yields the same result, which is all vectors of

utility parameters, θ, that are consistent with some vector of type shares in the confidence

region, R(π̂). However the search through the space of structural parameters needs to be

conducted only once, which offers an immense computational advantage.

The confidence region we use is a polytope, so that it can be defined via linear inequality

constraints in the QP problem. To derive the region we assume the sampling distribution

of the vector of type shares, π̂, is well approximated by a multivariate normal distribution,

N(π0,Σ). The asymptotic variance matrix comes from the multinomial distribution of the

network types, so its elements are Σtt = π0t(1 − π0t) and Σts = −π0tπ0s. Also let C be the

Cholesky decomposition of its inverse, C ≡ Chol(Σ−1), so that C(π̂ − π0) ∼ N(0, I).

To construct a confidence region for π0 with the appropriate coverage, we first find a

28This method was first proposed in AR.
29We use the term “identified set” loosely here. Because our approach involves necessary but not sufficient

conditions, a superset of the identified set is recovered. However “identified set” appears to be the more
common usage than “recovered set” in the literature.

30Kline and Tamer (2016) propose a Bayesian approach where a recovered set is constructed for each of
multiple draws from a confidence region for the observable moments. This is feasible in models where the
recovered set of structural parameters can be computed quickly for each draw, but that is not the case here.
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hyper-cube with the corresponding probability in the spherical distribution, N(0, I). The

width of the hyper-cube is set so that the marginal probability in each dimension, raised to

the number of dimensions, yields the desired probability. Accordingly, let p be the number of

dimensions of π, and let σ be the significance level (so 1−σ is the desired probability). Hence

the marginal probability in each dimension is (1−σ)(1/p). Finally, the width of the hyper-cube

is easily found using the appropriate quantiles of the standard normal distribution.

The confidence region is then incorporated into the QP problem as follows. Let c denote

the half-width of the hyper-cube described above. The polytope confidence region for the

vector of type shares, R(π̂), is characterized by the linear inequalities,

C(π − π̂) ≤ c

−C(π − π̂) ≤ c.

All vectors π that satisfy these inequalities are within the confidence region. Hence, to

implement the requirement that the predicted type shares are within the confidence region,

m(θ, α) ∈ R(π̂), we include the following two linear inequality constraints in the QP problem:

C(m(θ, α)− π̂) ≤ c

−C(m(θ, α)− π̂) ≤ c.

(Recall from (2) that m(θ, α) is linear in the vector of allocation parameters α.)

Thus we arrive at the QP problem that can be used for inference about the set of utility

parameters, using data on a sample of nodes from a single, large network:

min
α

α>Qα (5)

subj. to: C(m(θ, α)− π̂) ≤ c;

−C(m(θ, α)− π̂) ≤ c;∑
t∈H

αH(t) = 1,∀H; αH(t) ≥ 0.

We demonstrate the performance of this method in the empirical analysis of the coauthor-

ship model. There we compare the confidence region for the identified set obtained from

a 50% sample of nodes with the set obtained from the full population, and the results ap-

pear as expected (see Section 6). Also, importantly, we find that replacing the equality

constraints in QP problem (3) with the inequality constraints above has a negligible effect

on the computational burden.
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5 Computational Simplifications

The main computational burden in the PRT approach comes from the size of the QP problem,

meaning the number of variables in the problem. This is the principal factor in determining

the time and memory needed to solve the problem and thereby evaluate a candidate vector

of structural parameters. The variables in the QP problem are the allocation parameters,

αH(t). There is one allocation parameter for each network type in each preference class,

hence the sum of the cardinalities of the preference classes equals the number of variables in

the QP problem and the dimensions of its objective matrix. The set of preference classes, H,

is much smaller than the power set of the set of network types, P(T ), but still the number

of preference classes and the sum of their cardinalities can be large. For example, in the sim-

ulation of the friendship model, the true vector of utility parameters yields 1,387 preference

classes and 77,729 allocation parameters. In the coauthorship model, after the simplifica-

tions described below, a representative vector of utility parameters from the recovered set

yields 5,573 preference classes and 154,983 allocation parameters. The QP problem in these

cases typically takes about one to five minutes to construct and anywhere from one to thirty

minutes to solve on a 2.6 gigahertz processor with 512 gigabytes of RAM.

In this section we discuss strategies to reduce the computational burden, while minimizing

the loss of information used to identify the structural parameters. We suggest two main

strategies: (a) to limit the set of network types to those observed in the data or attainable

by adding a link between two observed types; and (b) to collect rare network types into

residual categories, but maintain some information on the types in each category so they

may still help to tighten the bounds on certain parameters. In the appendix, we prove

that these computational simplifications do not create a risk of misspecification; they only

potentially expand the recovered set.

5.1 Restriction to observed network types

The number of possible network types implied by a utility specification may be larger than

the number observed in a network. This can be true even in the population, because not all

network types need appear in an equilibrium network. Some of the unobserved types can be

omitted from QP problems (3) or (5) without any loss of information, or alternatively all of

the unobserved types can be omitted but with some loss of information.

Only the realized network types are needed for assessing part (i) of Definitions 1 or 2,

because they contain all the existing links in G. However some unrealized network types may

be relevant for assessing part (ii), which considers nonexisting links. For example, if types t

and s are observed in network G, and these types would become types t̄ and s̄ respectively
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if a link were added between them, then in equilibrium there must be zero measure of pairs

of individuals who would like to add these links. That holds whether or not types t̄ and s̄

are present in the network. We refer to network types that are not observed in a network,

but could be attained by adding a link between two observed types, as “adjacent” to the

observed network types. The observed and adjacent network types must be included in the

QP problem if there is to be no further loss of information.

In the simulation of the friendship model, there are 94 observed network types and an

additional 405 adjacent network types. The total of 499 network types is still substantially

less than the total of 1,632 implied by the utility specification. Including those other irrele-

vant network types would likely make the QP problem infeasible (on the present computing

system) due to memory limitations in the construction of the objective matrix, Q. In the

estimation of the coauthorship model, even after rare types are collected into residual cat-

egories (as described below), there are 414 observed network types and residual categories.

Including the additional adjacent network types would be prohibitive, so for that model we

use only the observed network types.

Excluding the unobserved adjacent network types means that the deviations used to

assess part (ii) of Definition 2 are restricted to those where the intial types t and s and the

resulting types t̄ and s̄ are all observed. This is similar to limiting the moments used for

inference in other partial identification approaches, and the loss of information may expand

the recovered set. However, because the number of deviations still included in the QP

problem is much larger than the number of utility parameters, it is possible that the bounds

are not substantially wider.

5.2 Residual categories of types

The collaboration network studied by AR contains 3,007 observed network types. This is

far less than the 26,970 possible network types implied by their utility specification, but

it is still infeasibly large. Using all of the observed types (even without the unobserved

“adjacent” types described above), a representative vector of utility parameters would gen-

erate thousands of preference classes and millions of allocation parameters, which would be

computationally prohibitive.

To reduce the number of network types used for estimation, some types can be collected

into residual categories that are included in the vector of type shares but are not fully

assessed with the equilibrium conditions. Some of these rare types go into purely residual

categories, which are defined as additional “types” that all individuals find satisfactory; i.e.,

they automatically satisfy part (i) of Definitions 1 or 2. Their type shares are included in the
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constraints in QP problems (3) or (5), but they do not enter the objective function. Hence the

purely residual categories do not contribute to the assessment of the equilibrium conditions.

However it is also possible to define “combined” categories of network types, which maintain

some information that can be used to partially assess the equilibrium conditions. AR do

this by collecting certain types with similar cost variables into such categories. For example,

there is a combined category of types that include a 3-author paper where the team has

two members with different skills plus a generalist. The preference inequality in part (i) of

Definition 2 is partially assessed for these combined categories, using the maximum utility

of the types in each collection. Hence these combined categories may help identify the upper

bound on certain cost variables, because if the costs are too high then even the maximum

utility within a category cannot support the observed type share for that category.

The researcher has substantial discretion over which types to collect into these combined

and purely residual categories. If only the observed network types are used to construct

the QP problem (and not the unobserved “adjacent” types), then it may be useful to retain

relatively rare types that could result from adding a link between other observed types.

AR retain all network types of this nature that have at least 10 individuals, but other

network types are placed in combined or purely residual categories if they have fewer than

25 individuals. The overall number of types and individuals sent to these categories can be

set based on computational feasibility. In AR’s analysis, about one third of the individuals

in the network are collected into one of the combined or purely residual categories. This

reduces the number of network types to 414, which is about the maximum for tractability

on their computing system.

6 Recovered Sets

To finish our discussion, we provide examples of the sets of utility parameters recovered with

the preceeding methods. First we show the results of a simulation of the friendship model,

where the true utility parameters are known. This demonstrates the performance of the new

aggregate condition introduced in Section 3.2. Then we present estimates from a preliminary

specification of the coauthorship model in AR, using both the full population and a 50%

sample.

6.1 Simulation of the friendship model

Our simulation of utility specification (1) is similar to one presented by PRT, except that the

value of mutual friendships (ω) is set higher to generate substantial clustering. The parameter
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Figure 6: Simulated friendship network.

Note: The simulated network has 100 blacks (filled circles) and 400 whites (open circles).

values are (fBB, fBW , fWB, fWW ) = (−0.9,−1.5,−1.7,−0.7), ν = 0.2, and ω = 1.2, and the

simulated network has 100 blacks (x = B) and 400 whites (x = W ). First, a pairwise stable

network is found (given a particlar realization of the preference shocks for these individuals)

via a myopic best-response algorithm, starting from a Poisson random graph. Figure 6

provides a visualization of the simulated network. The extent of clustering can be seen in

the number of closed vs. open triads in the figure, and the average clustering coefficient is

0.51.

Then, to find the boundaries of the identified set, we use a series of linear searches starting

from the true vector of utility parameters. The search procedure evaluates candidate vectors

along straight lines in the six-dimensional parameter space, where combinations of one to

four parameters are changed in equal increments.31 This uses QP problem (3) with the

additional inequality constraints defined in (4).

The results of the linear search procedure are presented in figure 7, which shows a number

of two-dimensional projections of the recovered set of parameter vectors. The recovered

vectors can be compared with the results from the simulation of the same specification in

31A MCMC search procedure, as described in Section 3.1, could be used to fill in the contours of the
identified set, starting from points found here.
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(a) Values of friendships (fBB, fBW , fWB, fWW )

(b) Values of link externalities (ν and ω)

Figure 7: Parameter values recovered with a linear search procedure.

PRT, where only ω has a different value (there ω = 0.2, here ω = 1.2). The values of

homophilous and heterophilous friendships (i.e., fBB, fBW , fWB, fWW ) are quite similar to

those recovered by PRT (figure 7(a) here vs figure 8(a-d) in PRT), except that the network

in our simulation yields an informative upper bound on fWB. The recovered range of ν, the

value of friends of friends, is also similar to that found by PRT (figure 7(b) here vs figure

8(e-f) in PRT). Most importantly, we recover informative bounds on ω, the value of mutual

friendships, which ranges from 0.6 to 1.8 and correctly identifies the sign (bottom right plot

in figure 7, with ω on the x-axis). This indicates that the inequalities developed in Section

3.2 may be useful for studying networks where clustering is a salient attribute.
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6.2 Coauthorship model

The empirical analysis in AR uses data on publications in 2009 and 2010 from EconLit, which

contain 39,753 papers and 30,594 authors.32 Here we present two recovered sets, based on

a preliminary specification of the coauthorship model: one using the complete data, treated

as a population, and the other using a 50% random sample, which applies the inference

procedure from Section 4. These sets are constructed with a MCMC algorithm that moves

through the space of utility parameters and uses QP problems (3) or (5) to assess each

candidate vector drawn in the sequential search procedure (briefly described in Section 3.1).

The utility specification is as follows. For each project p, let Ŷp be the predicted impact

score from the regression tree estimate of the production function: Ŷp = f̂(. . . ). Also let

XpN ≡ |Np| be the number of authors, and let XpS and XpG respectively denote whether

any authors have different skills and whether there is a generalist on the team. The utility

of individual i with projects p ∈ Pi is

ui(G,S; εi) ≡
∑
p∈Pi

(
βŶp − (γ0 + γNXpN + γSXpS + γGXpSXpG + εil(p))

)
. (6)

Here β is the utility weight on the predicted impact of the paper, and the γs are cost

parameters.33 The preference shocks are interpreted as cost shocks, with one shock for each

possible project (i.e., εi ≡ (εil)
L
l=1, and l(p) assigns the l-th shock to project p), and they

are assumed to be IID with standard normal distributions. Unlike the friendship model,

the shocks here do not depend on the characteristics of the alters, which is a modeling

choice based on the application. These are shocks to an individual’s idiosyncratic costs of

participating in research projects, which we consider to arise mainly from factors related to

that individual (e.g., other demands that limit the available time for research), not his or

her collaborators. It would not be difficult to compute a model with separate shocks for each

collaborator, and with separate draws based on their characteristics, but this richness in the

error structure would not greatly increase the flexibility of the model, and it might detract

32The set of authors is restricted to those with at least two publications in 1998–2007, so that their skills
can be observed. All authors are counted for the number of authors on each paper, but the preferences of
authors without two prior publications are not assessed. Also, the set of authors includes those with two
prior publications in 1998–2007 but no publications 2009 and 2010, so that the network may contain isolates.

33The need for an exclusion restriction on the cost function can be seen here. If the production and cost
functions (f and c) have the same arguments (e.g., w), then Ŷp = f̂(wp) would not have any variation
separately from c(wp). Hence the effect of the predicted impact on utility would not be separately identified,
nonparametrically, from the costs (i.e, the identified set with a nonparametric utility function would have
uninformative bounds). Instead, identification would rely on functional form assumptions (e.g., c(wp) = w′pγ,

and the separable linear effect of Ŷp). Additionally, the bounds on the recovered set could be very wide
because the same variation would be used to inform multiple parameters.
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Figure 8: Projections of the recovered set of utility parameters in the coauthorship model.

Notes: Labels are as follows: b for β; cN, cS, cG for γN , γS , γG.

somewhat from the straightforward interpretation of specification (6).34

Figure 8 presents the results, showing two-dimensional projections of the recovered sets

of utility parameters. The points in each plot represent combinations of parameter values

that are compatible with the observed network (i.e., the observed vector of type shares from

the population or the sample). These plots apply the identifying restriction that β ≥ 0; i.e.,

researchers have (weakly) greater utility from publishing in more prestigious journals (AR

also present results without this restriction).35 The black points use the complete data and

the gray points use the 50% sample. The x and y axes span a distance of four units in the

parameter space, which would be an uniformatively large range of parameter values relative

to the distribution of preference shocks (i.e., a range of 4 has 95% probability in the standard

normal distribution). Informative bounds are found for all parameters, except for the cost

of having skill differences (“cS”) in the confidence region using the 50% sample.

Table 1 reports the minimum and maximum values of the utility parameters, in the

identified set using the population and the confidence region for the identified set using the

sample. Using the population, the sign of the cost per coauthor (γN) is identified as negative,

which can be interpreted to mean that any increases in communication and coordination costs

from having more coauthors do not offset the cost savings from greater specialization and

division of labor.

34Indeed, there might be an unwanted implication from having separate shocks for each collaborator. In
that case, the total variance of the unobservables (i.e., the variance of the sum of the shocks) would be
greater for larger teams, which would make the observables relatively less predictive for larger teams.

35This restriction should be refutable (Manski, 2003), and the supplemental results in AR show it is not
needed for informative bounds. The main specification includes this restriction because it is implied for
any non-satiated good. Also this restriction would occur implicitly in a specification where the scale of
the preference shocks is estimated while the parameter on journal impact is normalized to 1, because the
variance of the shocks must be positive.
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Table 1: Recovered Ranges of Utility Parameters in the Coauthorship Model

Population 50% Sample
Variable (Param.) Min Max Min Max

Expected impact (β) 0.00 0.32 0.00 0.53

Cost intercept (γ0) 1.43 1.97 1.15 2.34
Num. coauthors (γN ) -0.85 -0.11 -1.37 0.13
Any skill diff’s (γS) -0.44 1.57 -0.81 2.79
Generalist | diff’s (γG) -0.89 0.76 -0.89 1.35

7 Conclusion

Together with a handful of existing empirical papers, the results in the previous section

indicate that it is possible to learn about structural parameters in empirical studies of net-

work formation. The analyses presented here are computationally intensive, requiring days

of computing time, but they can be implemented on a fairly standard research computing

system. The models must be very parsimonious, however, and so the empirical researcher

is required to make careful choices about what variables to include in a model and how to

specify their effects on payoffs. With existing methods, empirical analyses of network forma-

tion may thus be limited as much by computational feasibility as by the availability of data.

Further methodological advances will be useful, and it is vitally important to develop empir-

ical applications of the new methods that will explore their ability to deliver economically

informative results.
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Figures

Figure 9: A network of economics (JEL) subject codes.

Notes: The nodes in this network are JEL codes, and two codes are connected if they have been co-listed
on a paper. Links are weighted by a modified conditional probability, as described in Anderson (2017).
Colors indicate a division of the network into clusters of topics, via a standard community-finding algorithm
(Louvain method). Node size indicates the number of papers containing that code.
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Figure 10: Simplified regression tree estimate of the production function in the coauthorship
model, which predicts impact scores that have been residualized from the average impact
scores of the authors’ earlier publications from 1998 to 2007.
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Appendix: Proof that computational simplifications only

expand the recovered set

Section 5 proposes two techniques to reduce the computational burden of the QP problem:

(a) limiting the set of network types to those observed in the data; and (b) collecting rare

network types into residual categories. These computational simplifications involve a loss

of information so they may expand the recovered set of structural parameters. However we

prove here that they do not by themselves create a risk of misspecification. By misspeci-

fication, we mean that any “correct” parameter vectors from the sharp identified set (i.e.,

as implied by the model and data) are excluded from the recovered set.36 Accordingly we

prove that if a parameter vector is included in the set recovered by the “full” QP problem

that does not use these techniques, then it is included in the set recovered by a “relaxed”

QP problem that restricts to observed network types and uses residual categories of types.

First, suppose that the parameter vector θ would be included in the set recovered by the

full QP problem (3). Hence there exists a vector of allocation parameters α∗ such that the

objective function value is zero and the constraints are satisfied.

Then, to express the relaxed QP problem, let T denote the complete set of network types

that are defined by the model. This set can be partitioned into: a set of “unobserved” types,

U , that do not appear in the data; a set of “actual” types, A, that are used individually in

the relaxed QP problem (just like in the full QP problem); and k sets of “residual” categories

of types, Rk, that collect relatively uncommon observed types which have certain similar

features. Let αA and QA denote the vector of allocation parameters and the objective matrix

restricted to the types in A. Last, define allocation parameters for the residual categories,

αH(Rk), and let πk ≡
∑

t∈Rk
πt and mk(θ, α) ≡

∑
H PH(θ)αH(Rk) respectively denote the

observed and predicted type shares for the residual categories.

Now the relaxed QP problem can be expressed as follows:

min
αA,{αH(Rk)}

α>AQA αA (7)

subj. to: mt(θ, α) = πt,∀t ∈ A;

mk(θ, α) = πk, ∀k;∑
t∈H∩A

αH(t) +
∑
k

αH(Rk) = 1,∀H;

αH(t) ≥ 0, αH(Rk) ≥ 0.

36See Molinari (2020) for a thorough discussion of misspecification in partially identified models.
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As with the full QP problem, the parameter vector θ would be included in the set recovered

by this problem if a solution can be found with an objective function value of zero.

This obtains using the allocation parameters from the solution to the full problem (α∗),

with those for the types in the residual categories summed into α∗H(Rk) =
∑

t∈Rk
α∗H(t).

Hence α∗>A Qα
∗
A = 0, because α∗>Qα∗ = 0, and α∗ ≥ 0, Q ≥ 0 (elementwise). The non-

negativity of α∗ is a constraint in (3), and the non-negativity of Q is by definition (the

elements of Q are products of 0/1 indicators, see PRT).37 The constraints in (7) are satisfied

immediately for the actual network types (t ∈ A) and their allocation parameters (αH(t)),

and are satisfied for the residual categories because their allocation parameters and observed

and predicted type shares are equal to the sums of those for their component types. QED.

37Briefly, these are indicators for whether certain network types appear in the preference classes that
correspond to the relevant rows and columns of Q. See PRT for further explanation.

35


	Introduction
	Utility and Network Positions
	Friendship model
	Coauthorship model

	Aggregate Equilibrium Conditions
	Aggregation approach
	Adding local links
	Adding self-links

	Statistical Inference
	Computational Simplifications
	Restriction to observed network types
	Residual categories of types

	Recovered Sets
	Simulation of the friendship model
	Coauthorship model

	Conclusion

