
NAMED ENTITY 

COREFERENCE 
Depth Study Presentation 

Dezhao Song 

Department of Computer Science and Engineering 

 

Committee: 

Professor Jeff Heflin 

Professor Hector Munoz-Avila 

Professor Xiaolei Huang 



Outline 

ÅIntroduction and Overview 

ÅLocating Context Information 

ÅExploiting Features from Context 

ÅEntity Coreference Resolver 

ÅScaling Entity Coreference Systems 

ÅEvaluating Metrics and Datasets 

ÅConclusion 



Introduction 
ÅWhat is ñEntity Coreferenceò 

ÅFind which identifiers represent the same real world entity 

ÅWhat is an identifier 

ÅPerson, publication, place names in freetext 

ÅDezhao Song is a Ph.D. student at Lehigh University. He is in his fourth year at LU. 

Check Dezhaoôs website for more details. 

ÅDatabase records 

 

 

ÅSemantic Web instances 

Åhttp://www.informatik.uni-trier.de/~ley/db/indices/a-tree/s/Song:Dezhao.html 

Åhttp://data.semanticweb.org/person/dezhao-song/html 
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Given name Last name Address Zip Email Affiliation 

Dezhao Song Packard Lab 18015 des308 LU 

D. Song 19 Memorial Dr. W. 18015 songdezhao Lehigh 

owl:sameAs 



ÅCategorizing by entity types 

ÅPerson, place, organization, é 

 

ÅCategorizing by the type of information sources 

ÅFreetext ï news articles, web pages, etc. 

ÅWithin document and cross document coreference 

ÅSemi-structured data ï citations (e.g., DBLP and CiteSeer), 

Wikipedia, etc. 

ÅStructured data ï XML, Database Records, Semantic Web 

instances 

Entity Coreference Categories 



A Typical Entity Coreference System 
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The Additional Filtering Component 

ÅTo scale entity 

coreference systems, 

we need an additional 

component to filter out 

identifier pairs that are 

unlikely to be coreferent 

ÅWe then only apply the 

rest of the computations 

on a few selected pairs 
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Context Locator and Feature Extraction 
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ÅWe need some supporting information to be used to 

resolve the coreference relationships between different 

identifiers ï the context 

ÅDepending on the actual problems, a variety of methods 

have been adopted to locate context information 

ÅAd-hoc collection of context information in freetext 

ÅLocating context with additional systems in freetext for cross-

document entity coreference 

ÅFinding context from Semi-structured information sources 

ÅFinding context from structured data 

Finding Context Information 



Ad-hoc collection of context information 

ÅSelect nearby words of an identifier to be its context 

 

ÅGooi and Allan. (HLT-NAACL 2004.) 

ÅPerson data, 55 words centered on an identifier 

ÅPederson et. al. (CICLing 2005.) 

ÅNews articles, 10-40 words centered on an identifier 

ÅHatzivassiloglou et. al. (Bioinformatics 2001.) 

ÅBiological papers, 4-70 words centered on an identifier 

ÅAll these approaches needed to perform additional experiments to 

determine the appropriate window size for specific scenarios 

As a Ph.D. student at LU, Dezhao Song is doing research on Entity Coreference. 



Locating context with additional systems 

ÅAdopt existing systems to build within document 

coreferent chains ï Collect context for cross-document 

entity coreference 

ÅBagga and Baldwin. (ACL 1998) 

ÅUsed CAMP for within document coreference 

ÅCollect all sentences where within-document coreferent identifiers occur 

ÅChen and Marlin. (EMNLP-CoNLL 2007) 

ÅUsed EXERT for within document coreference 

ÅSimilarly, create a summary with the sentences where the coreferent 

identifiers occur 

Dezhao Song is interested in entity 

coreference. 

é 

D. Song was an intern at Mayo Clinic, 

developing an annotation tool. 

é 

D. Song published a paper in 

CIKM2010 on EC. 

é 

For more information about Semantator 

of Mayo, please contact Dezhao Song. 

Dezhao Song is interested in 

entity coreference. 

D. Song published a paper in 

CIKM2010 on EC. 

D. Song was an intern at Mayo 

Clinic, developing an annotation 

tool. 

For more information about 

Semantator of Mayo, please 

contact Dezhao Song. 

a document 

a summary for the 

within document 

coreferent identifiers 



Extracting Features from Context Words 

ÅThe simplest approach ï Bag of Words 

ÅSimply treat the words in the context as features 

ÅBagga and Baldwin. (ACL 1998.) 

ÅGooi and Allan. (HLT-NAACL 2004.) 

ÅConsider the position information of each word 

ÅInstead of having a word W as a feature, design features like W+2 

ÅHatzivassiloglou et. al. (Bioinformatics 2001.) 



Extracting Features from Context Words 

(cont.) 
ÅWe do not have to only use single words 

ÅExtract significant word level bigrams 

ÅPederson et. al. (CICLing 2005.) 

ÅBigrams of words with window size up to 3 

ÅCompute log-likelihood (LLR) to only keep significant bigrams - 

order pairs of items with the most interestingly connected items 

having higher scores 



ÅMann and Yarowsky. HLT-NAACL 2003. 

ÅOnly care about the texts that represent: Birthdate, Birthplace, 

Occupation, Marriage 

ÅLearn extraction patterns with human provided seeds 

ÅExtract more facts with the learned patterns 

Looking for More Representative data 

Person Year 

Isaac Newton 1642 

Mozart 1756 

Humphrey Bogart 1899 

Web pages with 

<person> and 

<birth year> 

sentences with 

<person> and 

<birth year> 

substrings with 

<person> and 

<birth year> 

pattersn for 

<person> and 

<birth year> 

seeds 

<name> was born in <birth year> 

by <name> ( <birth year>-#### ) 



ÅCitations - naturally provide some context 

ÅTitle 

ÅProceeding name 

ÅCo-authors 

ÅStatistics based features 

ÅAuthor prediction: given a citation excluding the first author, 

predict who the first author is ï Han et. al. (JCDL 2004.) 

ÅThe probability that a word occurs in the title given a 

specific first author X 

ÅThe probability that  X wrote a paper alone 

ÅThe probability that X wrote a paper with his co-authors 

Exploiting Semi-structured Data 



Finding context from structured data 

ÅStructured data: 
ÅDatabase records 

ÅXML data 

ÅSemantic Web instances 

ÅBackground on the Semantic Web 

ÅOntology ï a formal specification of a conceptualization, describing a 
domain 

ÅTriple - <subject, predicate, object> 

Å<PersonA, has-name, ñDezhao Songò> 

Å<PaperA, is-authored-by, PersonA> 

ÅRDF - a graph based model for expressing data in the Semantic Web 

ÅRDF graphs are labeled and directed 

ÅLabels are URIs and the nodes are either URIs or literals 



Exploiting the RDF Graph 

ÅThe RDF graph is just a collection of data and can serve 

as the context for ontology instances naturally 

 

 

 

 

 

 

ÅHowever, an RDF graph can be very large and densely 

connected 

ÅCan we pick and choose the right portion of an RDF 

graph for an entity coreference task? 
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Selecting the Right Triples 

ÅTask-specific RDF triple selection 

ÅHassel et. al. (ISWC 2006). - Matching identifiers in freetext (of 

special type) to ontology instances 

ÅThe chosen triples: name, affiliation and area of interests 

WWW 2005 

é 

 

Topics of interest include the following : 

    Information Integration 

    Semantic Web 

 

Track chairs : 

    Gregory Grefenstette (Exalead, France) 

    Ricardo Baeza-Yates (Yahoo! Research, 

Spain) 

 

Program Committee : 

    Arun Kumar (IBM, India) 

    Bojan Petek (University Ljubljana, Slovenia) 

    C Lee Giles (Penn State, USA) 

    é 

DBWorld 

<rdf:Description rdf:about=ñhttp?dblp.uni-trier.de/Per1> 

    <rdf:type rdf:resource=ñhttp://dblp.uni-

trier.de/schema#Author> 

    <ns2:name>C Lee Giles</ns2:name> 

    <ns2:affiliation>Penn State</ns2:affiliation> 

    <ns2:aoi>Semantic Web</ns2:aoi> 

    <ns2:aoi>Databases</ns2:aoi> 

    <ns2:aoi>Entity Coreference</ns2:aoi> 

<rdf:Description> 

RDF: created from 

downloaded DBLP XML 



What are the features? 

ÅSpecifically designed features 

ÅText Co-occurrence ï Hassel et. al. (ISWC 2006.) 

WWW 2005 

é 

 

Topics of interest include the following : 

    Information Integration 

    Semantic Web Search Applications 

 

Track chairs : 

    Gregory Grefenstette (Exalead, France) 

    Ricardo Baeza-Yates (Yahoo! Research, 

Spain) 

 

Program Committee : 

    Arun Kumar (IBM, India) 

    Bojan Petek (University Ljubljana, Slovenia) 

    C Lee Giles (Penn State, USA) 

    é 

DBWorld 

<rdf:Description rdf:about=ñhttp?dblp.uni-trier.de/Per1> 

    <rdf:type rdf:resource=ñhttp://dblp.uni-

trier.de/schema#Author> 

    <ns2:name>C Lee Giles</ns2:name> 

    <ns2:affiliation>Penn State</ns2:affiliation> 

    <ns2:aoi>Semantic Web</ns2:aoi> 

    <ns2:aoi>Databases</ns2:aoi> 

    <ns2:aoi>Entity Coreference</ns2:aoi> 

<rdf:Description> 

RDF 



What are the features? (cont.) 

ÅText Proximity ï Hassel et. al. (ISWC 2006.) 

ÅTwo literal values co-occur with no restriction on how far away they 

are from each other 

WWW 2005 

é 

 

Topics of interest include the following : 

    Information Integration 

    Semantic Web 

 

Track chairs : 

    Gregory Grefenstette (Exalead, France) 

    Ricardo Baeza-Yates (Yahoo! Research, 

Spain) 

 

Program Committee : 

    Arun Kumar (IBM, India) 

    Bojan Petek (University Ljubljana, Slovenia) 

    C Lee Giles (Penn State, USA) 

    é 

DBWorld 

<rdf:Description rdf:about=ñhttp?dblp.uni-trier.de/Per1> 

    <rdf:type rdf:resource=ñhttp://dblp.uni-

trier.de/schema#Author> 

    <ns2:name>C Lee Giles</ns2:name> 

    <ns2:affiliation>Penn State</ns2:affiliation> 

    <ns2:aoi>Semantic Web</ns2:aoi> 

    <ns2:aoi>Databases</ns2:aoi> 

    <ns2:aoi>Entity Coreference</ns2:aoi> 

<rdf:Description> 

RDF 



Other Features 

ÅString similarity based features 

ÅCommonly used string matching similarities 

ÅJaccard, Edit Distance, etc. ï Song and Heflin. (CIKM 2010.) 

ÅCustomized matching functions ï Aswani et. al. (ISWC 2006.) 

Åmeasuring syntactical similarity between titles and co-author lists 

Sim(s1,s2) =
2n

L1+ L2

Two 

titles 

The 

length of 

two titles 

The number 

of common 

words 

Y. Wilks, N. Webb, H. Hardy, M.Ursu, T. Strzalkowski 

Y. Wilks, N. Webb, M. Hepple 

Co-author 

lists 

|co-authors| 

of the two 

lists 

The number 

of ñcommonò 

co-authors 



Domain-Independent Triple Selection 
ÅMaking this triple selection process domain-independent 

ÅSong and Heflin. CIKM 2010. 

Person1 

3 

4 

1 

2 paper1 

Depth 1 Depth 2 Depth n 

N-1 

N-m 

author-of date 

Song 

LU 



Letôs Jump Out of RDF Graphs 

ÅRDF graph is not the only source for finding context 

ÅPerson instances matching - Aswani et. al. (ISWC 2006.) 

ÅSome difficulties exist: name abbreviations, misspelling, 

etc. 

ÅWhy not use the entire web for more hints: 

ÅSearch with: person name + publication title 

ÅLook for this personôs homepage to get his/her full name 

ÅSearch with: two peopleôs surnames and their publication titles 

ÅLook for a webpage that contains all this information 



Entity Coreference Resolver 
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What Does a Resolver Do? 

ÅCombine the extracted features into a model 

ÅOutput the coreferent identifier pairs 

ÅUnsupervised models 

ÅSimilarity based approaches 

ÅClustering based entity coreference 

ÅSupervised models 

ÅNaïve Bayes classifier 

ÅC4.5 classifier 



Unsupervised Algorithms 

ÅSimply compare the extracted features of every pair of 

identifiers 

ÅFeature Representation 

ÅUsually represented as dimensions in a vector 

ÅApply appropriate weights to each individual feature 



Ad-hoc Weighting Scheme 

ÅEach feature function gets a weight 

ÅWeighted Sum 

ÅHassel et. al. (ISWC 2006.) 

ÅTried out different weight combinations 

ÅAdopted the weights that gave the best performance 

ÅWeighted Average 

ÅAswani et. al. (ISWC 2006.) 

ÅAssigned equal weights to all features 

Sim(V1,V2) = Wi * Fi(V1,V2)
i

å

Sim(V1,V2) =

Wi * Fi(V1,V2)
i

å

Wi

i

å



Automatic Weight Learning 

ÅTF-IDF based weighting 

ÅEach word (feature) is a dimension in a vector 

ÅThe similarity between vectors is computed as 

 

 

ÅBagga and Baldwin. (ACL 1998.) 

 

 

ÅGooi and Allan. (HLT-NAACL 2004.) 

 

Sim(S1,S2) = W1 j * W2 j

tj

å

W1 j =

tf * log
N

df
2

s11 +
2

s12 + ... +
2

s1n

W1 j = tf * log
N

df



Automatic Weight Learning (cont.) 
ÅLearn the weight of a feature (path) by considering the discriminability 

and factor of its component triples - Song and Heflin. (CIKM 2010) 

ÅSim(r1,r2)= 

ÅD =                                                 , F= 

ÅWp1= 

distinct subject/object values of a predicate

triples of a predicate

wp2 
wp1 

r1 

n1 

d1 

t1 

a1 

r3 

publish 

D, F 

Di * Fi

i =1

depth
å

Wij * Sim(End(pi),End(pj))
( pi,pj )

å
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Clustering vs. Pairwise 

ÅPairwise ï simply compute the similarity between every 

pair of identifiers and report the results 

ÅClustering ï utilize the pairwise similarity to group ñsimilarò 

identifiers 

ÅTwo clustering alternatives ï Gooi and Allan. (HLT-NAACL 2004.) 

Compare every pair at each iteration 



Supervised Approaches 

ÅNaïve Bayes Classifier 

ÅPredict the first author, given a citation with titles, proceedings, co-

authors. - Han et. al. (JCDL 2004.) 

 

 

 

 

 

 

 

ÅEach citation is then computed against every author to get P(Xi|C) 

ÅThe author that has the highest such probability is predicted 

 

maxP(Xi |C) = max
P(C | Xi)P(Xi)

P(C)

P(C | Xi) = P(Fj | Xi)
j

Õ

= P(Fjk | Xi)
k

Õ
j

Õ

Fj is one type of feature, e.g., Title 

Fjk is a particular feature of the type Fj, 

e.g., a specific word in a title 

Assume the 

features are 

independent 



Supervised Approaches (cont.) 

ÅC4.5 Classifier 

ÅBuild a decision tree ï Milne and Witten. (CIKM 2008.) 

ÅImportant features stay on higher levels ï give each feature a rank 

ÅBased on Information Gain and Entropy 

Info(X,T) =
|Ti |

|T |
i=1

n

å Info(Ti)

Info(Ti) = I (Ti) = pj * log(pj)
j=1

k

å

X is a specific feature; Ti are the possible 

outcomes of X 

k is the number of classes;  

pj is the probability that a sample of class j 

has value Ti 

IG = Info(T) - Info(X,T) = pm* log(pm)
m=1

k

å - Info(X,T)

Compute the Information Gain of a specific 

feature; T is the distribution of the classes 
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What is Candidate Selection and Why? 

ÅHundreds of thousands or millions of identifiers could 

exist in one single information source 

ÅE.g., RKB, one of the largest academic databases in the Semantic 

web, has more than 3 million person instances and 2.5 million 

publication instances 

ÅWe do not want an entity coreference system to actually 

compare every pair of identifiers ï prohibitively expensive 

ÅFilter out identifiers that are unlikely to be coreferent 

ÅWe want to reduce the total computational cost 



Supervised Candidate Selection 

ÅBased upon training data, learn how to do filtering ï what 
information to use and what operation to apply 

ÅBSL - Michelson and Knoblock. (AAAI 2006, JAIR 2008.) 

ÅLearn a blocking scheme as a disjunction of conjunctions 

 

 

ÅE.g., ({initial, name} Ӝ {token, address}) ӝ({token, name}Ӝ{exact, type}) 

ÅAny pair of identifiers that satisfies any conjunction will be selected 

ÅReduce as many pairs as possible with each conjunction 

ÅCover as many true matches as possible with more than one 
conjunctions 



Learning One Conjunction 

exact 

initial 

name 

type 

location 

{exact, name} 

{initial, name} 

{exact, type} 

{initial, type} 

{exact, location} 

{initial, location} 

× 

(i1, i2) - True 

(i1, i3) - False 

(i1, i4) - True 

         é 

(in-1, in) - False 

operator operand 

Training data 

apply 
{exact, name} 

{initial, name} 

{exact, type} 

{initial, type} 

Top K Conjunctions 

Reduce the most 

pairs & retains at 

least 50% true 

matches 

Make conjunctions by adding 

every other (operator, operand) 

pair to the top ones 
return the best one 

from previous 

iteration 

empty 

{exact,name}�è{exact,location} 

{initial, name}�è{initial,location} 

é 


