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1 abstract

We develop algorithms for a stochastic appointment sequencing and scheduling problem with waiting time, idle time,
and overtime costs. Scheduling surgeries in an operating room motivates the work. The problem is formulated as
an integer stochastic program using sample average approximation. A heuristic solution approach based on Benders’
decomposition is developed and compared to exact methods and to previously proposed approaches. Extensive com-
putational testing based on real data shows that the proposed methods produce good results compared to previous

approaches. In addition we prove that the finite scenario sample average approximation problem is NP-complete.

2 Introduction

Operating Rooms (OR’s) account for about 40% of the total revenue in a hospital and operate at 69% of their capacity
([1]). Thus there is significant opportunity for improvement, both in terms of utilization costs, and coordination with
other hospital resources since the OR schedule drives many if not most hospital activities. In this paper a method is
developed to help the OR Manager determine the sequence and scheduled starting times of surgeries in a single OR
to minimize a weighted combination of costs that include patient waiting times, OR idle time and staff overtime. It is
assumed that the duration of surgeries are random variables with known joint distribution. The marginal distributions
of surgery durations are not assumed identical, but rather vary (based on the surgeon, type of surgical procedure,
patient attributes, etc.). The method will be used to make operational decisions on a daily basis and thus must produce
solutions in a timely fashion; on the order of a few minutes.

The problem can be decomposed into two parts. The first is to determine the sequence in which the surgeries
will be performed. Given a sequence one must next determine the amount of time to allocate to each surgery, or
equivalently assign a scheduled starting time to each surgery. This second problem (which we call the scheduling
problem) has been studied previously under the name stochastic appointment scheduling. Previous approaches to this
problem include using convolutions to compute starting times ([2]), sample average approximation and the L-Shape
Algorithm ([3]), and heuristics ([4]). We will approach this problem using sample average approximation and linear
programming in a similar fashion to one presented recently by [5].

Given reasonably efficient methods to solve the scheduling problem, we next develop an algorithm for the se-

quencing problem. According to [6] the sequencing problem is still an open question.



OR Managers typically book a fixed amount of time for each surgery based on previously recorded times for the
surgeon and type of procedure. A standard rule of thumb is to assume the mean duration of the previous K surgeries
for the surgeon in question and type of procedure. The performance measures considered include waiting time (when
the actual starting time is greater than the scheduled starting time, the patient must wait), idle time (when the previous
surgery finishes before the next scheduled starting time, the OR will be idle), and overtime (if the total time to complete
all surgeries exceeds the scheduled work day). We assume a separate cost (per unit time) for each surgery for both
waiting and idle times and an overtime cost. We also explicitly consider the randomness of the surgery times, thus
the objective is to find a sequence and schedule of starting times to minimize total expected cost where expectation is
taken with respect to the joint distribution of surgery times. In testing, the data used to generate surgery time scenarios
in the sample average approximation is based on data provided by a large regional Hospital.

The main idea of the proposed method is based on a Benders’ decomposition scheme. The master problem is used
to find sequences and the sub-problems are the scheduling problems (stochastic linear programs) as discussed above.
The master problem in the Benders’ approach becomes extremely hard to solve as cuts are added, thus we turn to
heuristics to approximate its solution and generate promising sequences.

The remainder of the article is organized as follows. In the next section a brief review of the literature related to
the sequencing and scheduling problems and stochastic integer programming is provided. In Section 3, the model is
described and formulated. In Section 4 new complexity results for the sequencing problem are presented. In Section
5 algorithms are proposed to solve the sequencing and scheduling problems. In section 6 a method is proposed to
choose the number of scenarios. In Section 7 computational results are presented. In Section 8 conclusions and future

research directions are discussed.

3 Literature Review

Relevant previous work can be divided in two categories; Stochastic Appointment Scheduling and Stochastic Integer
Programming. We begin with previous work on the Stochastic Appointment Scheduling Problem. [2] found the
optimal sequence when there are only 2 surgeries (convex order) and then showed that this criteria does not guarantee
optimality when the number of surgeries is greater than 2. [7] assumed job durations were iid random variables
following a Coxian (phase type) distribution. Since durations were iid, sequencing was irrelevant. He assumed costs
for waiting time and total completion time. He developed an efficient numerical procedure to calculate mean job
flow times then solved for the optimal scheduled starting times using non-linear programming. For examples with
up to 10 jobs, he showed that even though job durations are iid, the optimal starting times are not equally spaced.
[5] formulated the sequencing and scheduling problem as an integer stochastic program and then proposed simple
heuristics to determine the sequence. Once a sequence is given, the schedule of starting times were found using a
sample average approximation (scenario based) approach. The resulting scheduling problem is a linear stochastic

program which they solved by an L-shaped algorithm described in [3]. To determine a sequence they proposed three



methods; sort by variance of duration, sort by mean of duration, and sort by coefficient of variation of duration. These
simple heuristics were also compared to a simple interchange heuristic. They report results with real surgery time data
and up to 12 surgeries (jobs). They also assumed equal penalty costs across surgeries for waiting and idle time. They
found that sort by variance of duration gave the best results.

[8] assumed that job durations follow the Exponential distribution with different means and that patient arrivals can
only be scheduled at finite times (every ten minutes). Their objective function included wait, idle and overtime costs.
Given these assumptions, a queuing theory approach was used to calculate the objective function for a given schedule
of starting times. They further proved that the objective function was multi-modular with respect to a neighborhood
that can move the start time of jobs one interval earlier or later. This result guaranteed that a local search algorithm in
this neighborhood will find the optimal solution. In [9] and [10] the authors also assumed discrete scheduled starting
times (at 10 minute intervals over 3 hours) and included penalties for waiting time and overtime. They assumed three
classes of patients where durations were iid within class but differed between classes. They used Phase Type and
Lognormal distributions to model the three duration distributions. Given a sequence, they proposed a gradient based
algorithm to find the optimal schedule of starting times based on submodularity properties of the objective function.
They proposed an all-pairs swap based steepest decent local search heuristic to find a sequence. They stop the search
after a fixed number of iterations or when a local minimum is found. They report testing with simulated data for cases
with 4 and 6 customers and conclude that the heuristics produced good results in terms of iterations and optimality
gap when compared with exhaustive enumeration.

The approach to the problem taken in this paper is Stochastic Integer Programming thus previous approaches to
similar problems are relevant. There is a rich literature on Stochastic Integer Programming. In [11] an exhaustive
review of methods for solving Stochastic Programming problems with integer variables was given. For the type of
problem we address, there are several methods that might seem to apply. Our problem has both integer variables
(for sequencing) and continuous variables (for scheduled starting times) in the first stage, continuous variables in the
recourse function (waiting and idle times), and complete recourse. For finite scenario problems, [12] proposed the
Integer L-Shaped Method, an algorithm that is suitable for solving Stochastic Programs where the first stage variables
are binary and the recourse cost is easily computable. The method uses Benders’ Decomposition combined with cuts
that differ from traditional Benders’ cuts. Another approach based on scenario decomposition was proposed in [13].
After decomposing the problem by scenarios, they then solve a problem with relaxed non-anticipativity constraints
to get a lower bound within a branch and bound scheme. Finally there is the widely used Benders’ decomposition
approach. In Benders’ approach one may decompose by fixing the integer variables or by fixing the set of first
stage decisions. The problem we address is such that if the integer (sequencing) variables are fixed, the continuous
(scheduling) variables can be computed with relative ease by solving a Linear Program using an interior point method.
This makes Benders’ decomposition particularly attractive for our problem. We also experimented briefly with the
Integer L-shaped method but found that it offered no advantage over the Benders’ approach in this case. Scenario

decomposition is not appropriate for our problem since solutions to the single scenario problems provide no useful



information about the overall solution. This is because in any scenario subproblem, the starting times are simply set
equal to the finish time of the previous job always resulting in zero cost.

The current literature also distinguishes between the infinite scenario problem and the finite scenario problem.
For the infinite scenario case, two methodologies are potentially useful. In [14] the authors proposed an algorithm
for solving the sample average approximation (finite scenario problem). They apply this procedure many times until
stopping criteria related to statistical bounds are fulfilled. The other method aimed at the infinite scenario case is
Stochastic Branch and Bound [15]. This method partitions the integer feasible space and computes statistical upper
and lower bounds, then uses these bounds in the same way traditional branch and bound uses upper and lower bounds
to find the true optimal value with probability one. Solving our sample average approximation problem turns out to be

very time consuming, thus neither of these infinite scenario approaches are practically viable in our case.

4 Problem Statement

We assume a finite set of jobs (surgeries) with durations that are random variables. We assume these job durations
have a known joint distribution, and are independent of the position in the sequence to which the job is assigned.
Only one job may be performed at a time, and overtime is incurred when job processing extends past a deadline
representing the length of the work day. Two sets of decisions must be made, first the sequence to perform the jobs
must be determined, then a starting time must be assigned to each job. The starting time can be thought of as the
time the patient is scheduled to arrive to the OR, thus a job may not begin before its scheduled starting time. The
objective function consists of three components, waiting time (the time a patient must wait between his/her scheduled
starting time and actual starting time), idle time (the time the OR is idle while waiting for the next patient to arrive) and
overtime. Given a sequence, starting times for each surgery (job), and the duration distributions, the expected waiting
time and idle time before each job and the over time can be estimated by averaging over a sample of scenarios. The
objective function is a weighted linear combination of these three expected costs. Note that waiting and idle costs may
be different for each job. This problem has been modeled as a two stage stochastic program with binary and continuous
variables in the first stage decisions in [5]. They incorporated the processing time uncertainty into the model using a
sample average approximation (i.e. scenario based) approach. The binary variables define which job (surgery) should

be placed in the i*" position in the sequence. The starting times and the binary variables are all included in the first
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slack variable that measures the earliness with respect to time d.

a binary variable denoting the assignment of surgery j to position i.

define the waiting and idle time for every surgery and scenario.

assure each surgery is assigned to one position in the sequence.

are logical constraints that force waiting and idle times to be zero.

stage decisions. This problem can be formulated as shown below. This model is similar to [5].
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4.1 Properties of the formulation

Once the sequence is fixed the waiting and idle times and tardiness can be computed for every scenario as a function
of the scheduled starting times as shown below ([5]). In the stochastic programming framework the computation of
these variables can be seen as the recourse function. Further, any sequence will yield a finite objective function value
therefore we have complete recourse. Thus we will only need optimality cuts to solve this problem using Benders’
decomposition.

wh = maz{wf | +2F -t +¢.1,0}, i={2,..,n} (8)

st = maz {—wF —2F —t; +t;11,0}, i={1,...,n—1} (9)

= max{wk +2F+t, —d,0} (10)

The waiting time and scheduled starting time of the first surgery in the sequence are both assumed to be zero.

4.2 Strengthening the MIP Formulation

If we apply traditional branch and bound to the problem formulated in section 3, the weakness of the formulation
caused by the big M constraints will negatively affect performance. Since we will compare the performance of our
algorithms to branch and bound, it is important to strengthen the MIP formulation to the extent possible. Through
straightforward but lengthy analysis we found values for M; and M that preserve optimality. Proof of the validity of
the results may be found in appendix A. Here we simply state the results.

We set M that appears in the slack time constraints (6) as follows:
My = mglx{maxkeK{Zf} — minger{z'}}
K3

We set the M. values that appear in the waiting time constraints (7) as follows:
i—1
Mj=>"4;
j=1

where §; corresponds to the jth largest value in terms of maxyex 2¥ — mingex 2¥. With these “big M” values, the

formulation can be somewhat tightened.

5 Problem Complexity

Previous authors ([5], [6]) have speculated that the sample average approximation sequencing and scheduling problem
(SAA-SSP) is NP-Complete, but to the best of our knowledge the question is still open. In this section we first prove
SAA-SSP with equal idle cost and equal waiting cost (EC) and sufficiently many scenarios is NP-Complete. Next we
show that SAA-SSP with unequal costs and 2 scenarios is NP-Complete. The first proof uses concepts similar to those
in [16]. The second proof follows easily from the first.

For problem EC, we first state the feasibility problem.



Sample average approximation sequencing and scheduling problem (SAA-SSP). Given a collection of jobs I
indexed by i, with task lengths in scenario k given by z¥ > 0, and a budget B of schedule cost, does there exist a
sequence and schedule for I whose cost does not exceed B ?

In order to prove the complexity of this problem, we construct a polynomial transformation to the 3-Partition

problem. The 3-Partition problem as defined below is know to be NP-Complete [16].

Definition 1. 3-Partition: Given positive integers n, R, and a set of integers A ={a1, az, ..., a3, } with 2?21 a; =nRk
and % < a; < %for 1 <4 < 3n, does there exist a partition (A1, As, ., ....A,) of A into 3-elements sets such that,

foreachiy ., a=R?
Theorem 2. The SAA-SSP problem is NP-Complete.

We show that 3-partition polynomially reduces to a given sample average approximation sequencing scheduling
problem (SAA-SSP). The idea is to create an instance of SAA-SSP with 4n jobs and K;+K>=K= [%#W—‘
scenarios, in which the first 3n jobs have durations related with the partition A, while the remaining n jobs have
a convenient duration such that scheduling leads to the solution of the 3-Partition problem. The cost penalties are
chosen as ¢; = 4nk, c’=1Vi € {1, ..,4n}. The budget of the schedule cost is B=%. We define 2 sets of jobs, G

and D:

e G: jobs g; in G are defined for 1< i1 < 3n. Jobs g; have duration a; in scenarios 1,..,/; and duration zero for

scenarios K+1,...K.

e D: jobs d; in D are defined for 3n+1< i < 4n. Jobs d; have duration H for scenarios 1,..,/; and H+R for the

scenarios K1+1,..,K.

. 2 p2
The number of scenarios K=K7 + Ko, where Kq= [QTQER—‘ and Ko= ’723711051%—‘ )
Intuitively, the main idea of the proof can be seen in Figure 1. First the idle cost is set high enough that the starting
times will always result in no idle time in an optimal solution. Next, if the schedule is not the “3-Partition schedule”

as shown in Figure 1, then there will be waiting time penalties for “D” jobs in the K5 scenarios. We make K large

enough that this waiting time causes the budget to be exceeded.

Lemma 3. The optimal scheduled starting times for the set of 4n jobs with cost penalties ¢ =4nK, ¢’ =1Vi € {1,..,m}

is given by: t; = mingex {t;_, +wk | + 2F |} (that is the schedule contains no idle time).
For a detailed proof of this lemma (which is based simply on setting the idle costs high enough), see appendix B.

Lemma 4. For any given sequence of problem SAA-SSP, the optimal schedule leads to a solution that has an integer

valued objective function.

Proof. By lemma 3 we know that the starting times follow a recursive formula that depends on waiting time and

durations of jobs earlier in the sequence and we know that we can express waiting time using (8). Since, the durations



are integers, and the integers are closed under addition and subtraction, we can conclude that all waiting times are
integer (and all idle times are zero). Since waiting costs are also integer, the objective function value of the optimal

solution to the scheduling problem is an integer. O

The proof of theorem 1 will have two parts, first we prove that the solution of the 3-Partition problem defines all
the optimal solutions of the SAA-SSP. Second, we show that the optimal solution of the SAA-SSP finds the perfect
3-Partition if there is one.

We will start by showing that the solution of the 3-Partition problem leads to a feasible solution of SAA-SSP.
Assume there is a partition (A;, Aa, ..., A,) that fulfills the condition A; = {a(; 1), G¢(,2), @4(i,3) } Z?:l aig) = R,
1 < i < n. We create the jobs G and D and then construct the desired sequence and schedule as shown in Figure 1.

The jobs in G have been scheduled between the D jobs following the pattern shown in Figure 1. We set all the
starting times at the beginning of each block resulting in no idle time. Recall that in scenarios K1 + 1,..., K the G

jobs all have zero duration. The schedule cost for this sequence can be computed in straightforward fashion to be,

K n n
1 K
2 = ? Z(Z c;”w]; + ch’; + Z cluwk 4+ sk = ?I(nR +2 Z ay(i,1) + Z ay(i2))
k=1 geG deD i=1 i=1
Since, the a; are bounded above by % the schedule cost is bounded above by 51;}?}%, therefore this sequence and

schedule fulfills the budget B.

The second part of the proof shows that any sequence and schedule that does not exceed the budget B contains a
perfect partition as shown in Figure 1. First, we will show that only a sequence and schedule following the pattern
shown in figure 1 fulfills the budget B.

Claim 1: Any sequence that does not have 3 G jobs between 2 D jobs will exceed the budget. In order to show
this claim we will divide the proof in cases. First, we will show the case when we have less than 3 G jobs between 2
D jobs. We will show that 2 G jobs between D jobs is suboptimal. These results can be extended in straightforward
manner to the cases with 0 or 1 G job between D jobs. For this case we further divide into 4 cases where the starting
time of the first D job is defined by the K scenarios (Case 1.1) or K5 scenarios (Case 1.2 and Case 1.3) or when the
starting time is the same for all the scenarios (Case 1.4). The impact of every case is reflected in Figure 2. Since, the

smallest € is 1 (Lemma 3) we can compute the schedule cost for every case.

ti' ti-l ’ti-2’ ti-3 tH-l 'ti+2' ti+3’ ti+4
4
Qyr,1) | Qe(r,2) | Ber,3) at(rﬂ‘1)|a‘(rf1.2)| aqm.a)| H(d,,) |Scenario 1
Ayr1y | Aur2) | Bur,3) ax(m‘n|ax(m.2)| at(v+1,3)| H(d,.,) |Scenario Ky

H+R |Scenario K;+1

H+R |Scenario K

Figure 1: Constructed Sequence
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Ws + Ka(eg + €2) = W + 52%;75; > Zi’ng =B Casel.l

WS+K1(61+62+63)+K261~>%:B Case 1.2
2=

Ws + Koeq > %:B Case 1.3

Ws + Koeo > B Case 1.4

Note, in the above equations we used the following equivalences.

_ 5nRK; ﬁ 5nR

B 2K 2 2+4+5nR

For case 1.2 there must exist a job r with positive waiting time in the K scenarios since otherwise there would be
idle time.

Case 2 where we have more than three jobs between D jobs can be proven by similar arguments.

Claim 2: The sequence consisting of 3 G jobs followed by a D job is superior to a sequence with one D job
followed by 3 G jobs. The duration of the jobs g are zero for scenarios K;+1,..K thus the optimal sequence is to assign
them at the beginning of the each block. Otherwise, these jobs will incur waiting time in scenarios Ky causing the
budget to be exceeded.

Given that every optimal sequence and schedule must follow the pattern in Figure 1, we next show that only
schedules built on a perfect 3-Partition fulfill the budget. We show this by induction on the number of blocks.

First, we consider the case with only two blocks. If we have a sequence and schedule not built on a perfect partition
we have 2 cases as shown in figure 3.

The cost of schedule (W) exceeds the budget B in each case as seen in the following.
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DA R H(d,) | scenario1
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P e H(d,) | Scenario 2
H+R | scenario K,+1
H+R \ Scenario K
Figure 3: The Two Block Case
Wp, + K3 (362 + 2(1,5(271) + ay2,2) + R2> if Ry < R

W =
VVB1 + (20,,5(2’1) + at(2,2) + Ry — 361)K1 + Kseq if Ry > R.

where W, is the waiting time incurred by the second and third job in the first block.

When the schedule is based on a perfect partition, that is R = Rs = R the objective function value is Wp, +
(2ay(2,1) + ay(2,2) + R2) K1 which meets the budget. Therefore, the solution of the 3-Partition problem leads to the
only schedule that meets the budget and thus is optimal for the SAA-SSP problem when we have two blocks. We have
proven the 2 block case, and assuming that this true for the n block case, we will show that must be true for the case

with n+1 blocks. We will compute the waiting time for the last block in the case n+1 blocks.

K (36n+1 + 2at(n+1,1) + ag2,2) + Rn+1) if R,4+1 <R.
Wn+1 = K1 (2at(n+1,1) + at(n+1,2) + Rn+1 - 36n) + KQEn if Rn+1 >R.
Wa, + K1(204(n11,1) + G(nt1,2) + Rng1) if R,11=R.

The schedule cost is the summation of the contribution of every block, therefore:

n+1
W=>Y W,
i=1
By assumption, we know that the optimal schedule when we have n blocks is reached when we have the optimal
3-Partition. This implies that the best value for the first n blocks is reached when we have the solution of the 3-Partition
for the first n blocks. This implies that R,,.1 = R because Efﬁﬂ) a; = (n + 1)R by assumption. Therefore, the
optimal value of the SAA-SSP is reached when we have the solution of the 3-Partition problem. With this we conclude

the proof.

10



Theorem S. The Sample Average Approximation Sequencing and Scheduling Problem with two scenarios is NP-

Complete when the idle cost and waiting cost are allowed to be different for every surgery.

We will provide only a sketch of the proof for this theorem since the actual proof is very close to the previous one.

We construct a set of jobs (D and G) exactly as in the previous proof but with different costs. In this case K;=1 and

K5 = 1 and the waiting cost for the D jobs is set to 5753. The result is a scheduling problem with the same properties

as in the previous proof, except with a slightly different sequence pattern than the one shown in figure 1. In this case,
the optimal sequence will follow the pattern shown in figure 4. With the prescribed waiting cost for the D jobs, any

wait caused in these jobs will cause the budget to be exceeded as in the previous proof.
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Figure 4: 2 Scenarios Case

6 Proposed Solution Methodology

The approach we propose for the SAA-SSP uses a heuristic method to find good solutions in a reasonable amount of
time. The Master problem in our Benders’ Decomposition is an integer program thus is difficult to solve and even
more difficult when we add cuts in every iteration. Relaxing the side constraints results in an easy to solve assignment
problem. We use this property to construct a heuristic to generate good feasible solutions to the master problem. The

idea of solving the master problem heuristically has also been proposed by several authors such as [17] and [18].

6.1 Proposed Algorithm

The basic outline of our algorithm is as follows; start with an arbitrary sequence. Set the Upper Bound (UB)=00 and

Lower Bound (LB)=-cc.

1. Solve the LP scheduling subproblem for the current sequence yielding z*, z*, p*.
Update the UB if z* <UB.

Generate a Benders’ cut from the optimal extreme point in the dual (p*).

Use our simplified master problem heuristic to try to find a feasible solution to MP.

If the new sequence is the same as the previous sequence, restart the heuristic.

A S

If (number of iterations < max iterations ) go to 1, else stop.

11



6.1.1 The LP Scheduling Subproblem

Given a sequence, finding the optimal scheduled starting times is known to be a linear program ([3], [5]). This is
the LP subproblem in step one above. The size of this LP grows rapidly with the number of scenarios. [3] proposed
solving this problem using the L-Shaped method. We developed a network flow like approach based on the fact that the
dual is a network flow problem with side constraints. For problems with 2500 scenarios and 10 surgeries the network
flow based method was superior to both the Standard L-Shaped Method and Standard Dual Simplex. However, further
testing revealed that interior point methods were at least one order of magnitude faster than any of the other methods.
Thus, we use the Cplex barrier algorithm to solve the subproblems within the algorithm. The LP subproblem which,

for a given sequence, finds scheduled starting times that minimize total cost averaged over the scenarios is given below.
K 1 n
min : Z 7 (Z wl + i st + cllk>
k=1 i=1

sty — tipr —wh )+ sF 4+ wk =-—2F VielVkeK
tn +wk —1F + gk =d—2F VkeK
wk, sf >0V(i,k) € (I,K), I*,¢* >0Vk e K, t; >0
This is the dual of the scheduling problem,
K N K
max : —ZZ k ok —Zﬂf(d—zﬁ)
k=11i=1 k=1
st Ypex fT <0
Sher [T — Lhex [l =0 Viel

T = fF < el vk € K
P < g Vie{l,.,n—1}
—%clgﬂfg(} Vk € K.

6.2 The Master Problem in Benders’ Decomposition

We use a straightforward application of Benders’ Decomposition on the mixed integer stochastic program defined
in section 3. The master problem contains the integer sequencing variables (x;;). The master problem formulation

appears below.

Definition 6. The master problem at iteration T in Benders’ Decomposition.

minimize: zp; = 2

12



s.t.: Yo xy=1 Vje{l.n}
S ay =1 Vie{l.n}
Yoy 2oy arig <z te{l,.,TH (11)
z < UBrp
xi; € {1,0}
Where

1 if we assign the surgery j to position i in the sequence
Tij =
0 Otherwise

The constraints (11) are the Benders’ optimality cuts. The coefficients of these constraints come from the inner
product between the dual variables (fF) and the surgery durations in the LP subproblem. These cuts contain informa-
tion found from solving the LP subproblems and allow one to implicitly eliminate sequences that will not improve the
objective function.

To assure convergence of the iterative Benders’ solution approach, all that is needed is a feasible integer solution
to the master problem at each iteration. However, since this problem is computationally hard to solve, we construct a
simplified version of the master problem that is easy to solve, but does not guarantee a feasible solution to the master

problem.

6.3 Simplified Master Problem

We remove the side constraints (Benders’ cuts) and create a new objective function based on the coefficients of these

constraints. The resulting simplified master problem (SMP) is an assignment problem and thus can be easily solved.

n

n

minimize: zgyp = Z Z ;T4

i=1 j=1

ste >or ;= 1Vj e {l.n}

Yooy =1Vie {l.n}

0<z; <1
The idea is to capture the information in the cut constraints in such a way that we can find a feasible solution to the
master problem with reasonable reliability. We experimented with several methods for constructing these objective
function coefficients @;; from the optimality cut constraints. Based on this experimentation the best method was found
to be a;; = mazie(1..1} {aﬁj }. The desirability of using the max operator to aggregate the constraints is supported by

the following proposition.

Proposition 7. The optimal solution to the SMP is an upper bound of the master problem in Benders’ Decomposition.
Furthermore, if the optimal objective function value of the SMP is less than the current upper bound, the optimal

solution is a feasible solution to the master problem.

13



Proof. In the the first iteration (i.e. with one side constraint), it is clear that the simplified problem finds a feasible
solution to the master problem. In subsequent iterations with more than one side constraint the master problem can be
defined as follows,

i F
minmax{Fi(p)}

Where S is the set of sequences and F; is the left hand side in constraint t for sequence p in the Master Problem. Given
a sequence p, exactly n x;;’s will be equal to 1. Let afp [,=1,..,n be the coefficients in constraint t for the x;;’s that are

equal to 1 under sequence p.
F} - S—R

Fi(p) = lZ aj,
s

Thus the Master Problem can be written as the summation of coefficients, and in this form we can see that

n n n

et D af,} = mipmaxt > af,} < minl ) max{ol

peppept 2 o = et 2, ok < pigt 2 el
P P P

Thus the solution of the SMP is an upper bound to the master problem. O

If this upper bound is less than the current bound, we have a feasible solution to the Master Problem. Of course
there is no guarantee that the upper bound provided by the SMP improves the overall upper bound. When zgyp > zas
two things can to happen, (1) we get a new sequence in which case we continue iterating or, (2) we get the same
sequence in which case the algorithm will produce this same sequence on subsequent iterations (i.e. we are stuck).
When the algorithm gets stuck we restart the algorithm from a new sequence using one of the methods described in

the next section.

6.4 Restart Rules

Once the algorithm returns the same sequence for two consecutive iterations, it will continue to do so ad infinitum,
therefore, we need to restart from a new sequence. Given the new restart sequence, we simply remove all previous

Benders’ cuts and start again. We tried three restart rules as discussed below.

6.4.1 Worst Case

This anti-cycling rule is based on finding a sequence “far way” from sequences visited since the last restart. To

accomplish this we simple replace “minimize” with “maximize” in the SMP objective function.

6.4.2 Perturbation

This anti-cycling rule tries to slightly perturb the sequence in order to escape the cycle.

n n
minimize: z4, = Z Z(@ + aminU(0,1))x;;
i=1 j—1
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ste >or ;= 1Vj e {l.n}

Yooy =1Vie {l.n}

0<z; <1
where a;; = maxte{l_,T}{aﬁj} and apin = min; ja;; and U(0,1) represents pseudo-randomly generated Uni-
form(0,1) deviates. The value of a,,;, was chosen so that the sequence will not change much. Unfortunately, this
rule does not guarantee a new restart sequence difference from all previous restart sequences. Thus we may repeat a

previous iteration. To avoid this we developed the next method.

6.4.3 Memory Random Restart

This anti-cycling rule is based on finding a sequence different from all previous restart sequences. We store all restart
sequences Ry, .., R, where q is the number of times that we have restarted the algorithm. The idea of this restart rule
is to guarantee that we are not going to cycle between restarting points and therefore the algorithm will visit at least

one new sequence each iteration. We formulated the following feasibility IP (M,,).

ste D =1 Vj e {l.n}
Dy mig =1 Vi€ {l.n}
fo:l x; — Z&,::O z; <v¢Y Vre{Ri,., Ry}
x; € {1,0}

where 1) is random number generated from IntUniform(0,n-1). We use Cplex to find a feasible solution. Cplex finds
a feasible solution extremely quickly as it turns out, so that the impact on the algorithm’s execution time is minimal.
The constraints that contain the previous restart points guarantee that we will not restart the next iteration from these
previous sequences. Further, the random number 1) serves as a kind of distance from the set of restarting points where
when ¥=n-1 we might obtain a feasible sequence for M, that differs from restart sequences R, in at most 2 elements.

When =0 the new restart sequence will differ from every previous restart point in all the elements.

7 Accuracy of the Finite Sample Average Approximation

The ultimate goal is to solve the infinite scenario stochastic programming problem. The method proposed in this
research attempts to solve a finite scenario problem. Further, the method does not guarantee an optimal solution to this
finite scenario problem. In this section we will try to evaluate how our algorithm will perform on the infinite scenario
problem. [19] explain a way to compute statistical upper and lower bounds on the optimal solution to the infinite
scenario case based on external sample techniques. Unfortunately, this method requires solving a finite scenario
problem many many times and thus is computational prohibitive in our case, even for a small number of scenarios.
We therefore designed a simpler experiment to quantify the performance of our algorithm on the infinite scenario

case. There are two main issues. The first issue is sampling error, that is: “How well is the infinite scenario objective
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function approximated by the finite scenario (sample average) objective function?” The second issue is: “How does the
run time of the algorithm affect performance with respect to the infinite scenario problem?” There is a basic tradeoff
we need to evaluate. For a fixed computation time allowance, how many scenarios should we use? If we use many
scenarios, we will only have time to generate a few candidate sequences thus limiting our ability to “optimize”. On the
other hand with few scenarios, we can generate many sequences, and perhaps even solve the finite scenario problem
to optimality. However, the optimal solution to the finite scenario problem may be a poor solution to the infinite
scenario problem when the number of scenarios is small. To quantify this tradeoff we constructed the following
experiment. We generated 50 test problems with 10 jobs each. For each of these 50 problems we generated finite
scenario instances with 50, 100, 250, and 500 scenarios. For each of these 400 instances we then ran the algorithm for
20,40,60,80,100,120,140 seconds (the experiments were conducted in the same computational conditions detailed in
section 7). For each run of the algorithm we saved the best ten sequences where “best” is with respect to the number
of scenarios used in the current run. This resulted in the generation of 7x4x10=280 (not necessarily all different) total
sequences for each of the 50 test problems. For each of these sequences, we solved the LP scheduling sub-problem
with 10,000 scenarios and reported the best sequence S350 and objective function zj,oo found. This serves as our
approximation to an overall best solution to the infinite scenario problem for each of the 50 test cases. Our first set of
results is aimed at understanding the sampling error. The basic question we asked is: “How often does the sequence
our algorithm thinks is best turn out to be the best sequence in the 10,000 scenario case?”. For each of the “10 best”
sequences returned by the algorithm, the plots below show the cumulative frequency for which that solution was best
for 10,000 scenarios. For example figure 5 shows that for 500 scenarios, the solution judged to be the best of the top
ten by the algorithm was indeed the best of the top ten 40% of the time. By examining the plot we see that 50 and 100
scenarios incur significant sampling error since each of the top ten solutions has essentially the same probability of
being best for the 10,000 scenario case. With 500 scenarios, we see that solutions that are good for the finite scenario
problem also tend to be good for the 10,000 scenario problem. We can conclude that 100 scenarios does not provide
a sufficient approximation to the 10,000 scenario case. 500 scenarios seems to provide a reasonable approximation
while 250 is borderline.

The second set of results demonstrates the tradeoff between the number of scenarios and the number of sequences
generated. For each number of scenarios and run times we take the best sequence (according to the algorithm), evaluate
it with 10,000 scenarios using the LP scheduling sub-problem, then compute the percent error from 27 ,o. The percent
error is averaged over the 50 test instances and shown in the plot below. Figure 6 shows that 250 scenarios has the
best performance overall. The 50 and 100 scenario cases do not perform well for any run time because, as shown
previously, they do not approximate the 10,000 scenario problem well. After 140 seconds, the 500 scenario case has
“caught up with” the 250 scenario case. If one were to run the algorithm for more than 140 seconds, 500 scenarios

would likely be the better choice.
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8 Computational Experience for the Finite Scenario Case

To quantify the performance of our algorithms for solving the finite scenario problem we performed two sets of
experiments. In the first we compared solutions from the algorithms with the optimal solution on smaller problems. In
the second we compared algorithm performance with the two simple benchmark heuristics over a broader set of test
problems. The experiments were conducted on a Pentium Xeon 3.0 GHz (x2) with a 4000 (MB) server in the Coral

Lab at Lehigh University.

8.1 Comparison with Optimal Solutions

In this section, we compared the solutions found by our memory restart algorithm to the optimal solution found by
Cplex using branch and bound. We generated two categories of test problems, those with equal costs and those with
different costs. It is worth noting that the cases with equal cost were significantly easier for Cplex to solve to optimality
than were the cases where the costs were different. We generated 10 instances with 10 scenarios and 10 instances with
100 scenarios in each category. In the next section we discuss in detail how we generated a large suite of test problems
by varying a variety of factors. In this section we selected instances so as to span a wide range of these factors.

To find optimal solutions we used Cplex 10.2 to solve the strengthened IP formulation discussed in subsection 3.2.
Within Cplex the “MIP emphasis™ parameter was set to “optimality”. We ran our memory restart algorithm for 1000
and 4000 iterations for each test problem. Tables 1 and 2 show the results of this experiment. The run time results
are the average run time per problem instance. Note that in some cases Cplex took several days to find the optimal
solution. It is interesting to note that the optimality gap seems to be smaller for the problems with more scenarios. One
possible explanation for this behavior is that as the number of scenarios increases, the number of iterations between

restarts of our algorithm also increases (see Table 8).

#Inst. | #Surgeries | Scenarios | Iter. | Opt. Gap (%) | ABenders(sec) | Cplex (hours)
10 10 10 1000 2.20 7.3 0.88

10 10 10 4000 0.84 473 0.88

10 10 100 1000 0.90 44 126.73

10 10 100 4000 0.48 183.2 126.73

Table 1: Optimality Gap Different Cost Case

8.2 Comparison with Benchmark Heuristics

8.2.1 Benchmark Heuristics

We implemented two simple heuristics for comparison purposes. The first is the “’sort by variance” heuristic proposed

by [5]. This simply sequences jobs from smallest to largest variance. This heuristic can be expected to work fairly
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#Inst. | #Surgeries | Scenarios | Iter. | Opt. Gap (%) | ABenders(sec) | Cplex (hours)
10 10 10 1000 5.38 7.3 0.078
10 10 10 4000 3.65 47.3 0.078
10 10 100 1000 1.00 44 13.67
10 10 100 4000 0.80 183.2 13.67

Table 2: Optimality Gap Equal Cost Case

well in the equal costs case (i.e. costs are equal across surgeries), but there is no reason to expect it to work well in the
unequal costs case. The second benchmark heuristic was a simple perturbation heuristic based on sort by variance (this
kind of heuristics were proposed by [20]). A randomly generated perturbation was added to each job’s variance, then

jobs were sequenced from smallest to largest perturbed variance. The perturbations were generated from 2U(—6, 0)

max o —mino;
% . We generated the same number of sequences that were generated by the Benders’ based

where 6=
heuristics and reported the best one found. Since computation time is dominated by the time required to solve the LP

subproblems, the run times were roughly equivalent.

8.2.2 Test Problems

We created a set of test problems based on factors that might affect algorithm performance. The factors chosen were:
number of surgeries, presence of overtime cost, wait and idle cost structure , number of scenarios, and surgery time
distribution. The number of iterations was fixed at 1000 (we study the affects of number of iterations in the second

experiment to follow).

Factor Possible Value

Number of Surgeries 10, 15, 20

Overtime Cost Yes , No

Cost Structure equal waiting and equal idle costs, different costs
Number of Scenarios 10, 50, 100, 250, 500

Surgery Distribution (ty09)1, (1, 0)2, (3, 0)3, (i, 04 )4

Table 3: Experiment Design

Please, note that the indices 1,2,3,4 in the possible values of the factor Surgery Distribution are used as the labels
of Data in Figure 7.

The means and variances of surgery duration distributions were based on real data from a local hospital. We then
generated simulated surgery times from truncate normal distributions with parameters reflected in the real data. In
table 3 under surgery distribution the symbol p,0 means all surgery durations were generated using the same mean

and standard deviation (186 , 66 ). The symbol y;,0 means that o was set at 66 and p; was set based on the coefficient
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of variation generated from a uniform(0.21,1.05)distribution.

The symbol p,0; means that 1 was set at 186 then o; was set based on the coefficient of variation generated from
a uniform(0.21,1.05) distribution.

The symbol p;,0; means that u; was first generated from uniform(90,300) distribution then o; was set based on a
coefficient of variation generated from a uniform(0.21,1.05) distribution.

For the cost factor, in the equal cost case we generated a single waiting cost and idle cost each from a uniform
(20,150) distribution. These two costs were then applied to every surgery. In the unequal cost case individual idle and
waiting costs were generated for each surgery, again from a uniform (20,150) distribution.

When overtime is included, the over time cost is set to 1.5 times the average of the waiting cost. The deadline
was set equal to the sum (over surgeries) of the average (over scenarios) duration plus one standard deviation (over
scenarios) of this sum.

We created a full factorial experimental design and performed 5 replicates for each combination of factor levels.
This resulted in 1200 instances for each of the five algorithms tested: Approximate Benders’ Decomposition(with the
three different restart rules), sort by variance, and perturbed sort by variance with 1000 iterations. We generated 1000
(not necessarily unique) sequences for each algorithm (except sort be variance), solved the LP sub-problem for each to
get the objective function, and report the best solution found. Thus for each problem instance we have five solutions,
one for each heuristic. We take the best solution of these five, then compute the percent gap from this best solution for

each heuristic for each problem instance. The overall results appear in tables 4 and 5.

Algorithm v/s Scenarios 10 50 | 100 | 250 | 500 | % Gap
Approximate Benders’ (RS: Perturbation) 47 | 25 | 1.5 | 1.0 | 0.7 2.1
Approximate Benders’ (RS: Worst Case) 35 1.8 1 07|05 )| 04 1.4

Approximate Benders’ (RS: Memory Random) | 1.2 1.2 {03 ]02] 03 0.7

Sort by Variance 321 | 17.0 | 7.3 | 49 | 29 12.9

Perturbed Sort by Variance 17.0 | 103 | 3.6 | 3.2 | 1.7 7.2

Table 4: Average percent gap over the best solution found v/s scenarios (equal cost case)

Algorithm v/s Scenarios 10 50 100 | 250 | 500 | % Gap
Approximate Benders’ (RS: Perturbation) 59 | 29 | 20 1.6 1.4 2.8
Approximate Benders’ (RS: Worst Case) 39 1.9 1.0 | 0.7 | 0.7 1.6

Approximate Benders’ (RS: Memory Random) | 1.2 1.0 | 05 | 05 | 05 0.7

Sort by Variance 285 | 15.1 | 12.7 | 11.8 | 10.3 15.7

Perturbed Sort by Variance 1371 75 | 55 | 49 | 3.6 7.1

Table 5: Average percent gap over the best solution found v/s scenarios (different cost case)
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The results show that all three Benders’ based algorithms significantly out perform the simpler heuristics. We
performed an analysis of variance and graphed interaction plots to see how algorithm performance was affected by the
experimental factors. The interaction plots which appear in figure 7 show that the performance of each algorithm was
reasonably uniform over the different factors.

Tables 4 and 5 show the algorithm performance as the number of scenarios varies. It is interesting to note that as
the number of scenarios increases, the difference in performance decreases. In particular for the equal costs case, the
simple sort by variance heuristic performs quite well compared with the other methods. Since the ultimate goal is to
solve the infinite scenario problem, it would seem that sort by variance is an effective heuristic in the case of equal

costs. When costs are not equal, significant improvement over sort by variance is possible.
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Figure 7: Interaction plots for experiment 1

The previous experiment fixed the number of iterations at 1000. We conducted a second experiment which ex-
amined the performance of the three algorithms over a varying number of iterations. In this experiment the factors
chosen were: number of surgeries, number of scenarios and number of iterations (1000, 2000, 3000,4000). We further
assume no overtime cost, the distributions of the job durations are from the case where o; and p; have no restrictions,
and the cost coefficient are not equal. The results of the analysis of variance show that all main effects (algorithm,
iterations, scenarios, and number of surgeries) are statistically significant. In particular the "memory” restart heuristic
was (statistically) significantly better than the other two. Interestingly, no two factor or higher interactions were sig-
nificant implying that algorithm performance behaved in a very uniform manner across the other factors. From this
we conclude that the memory heuristic appears to be the best in a statistical sense in all cases, although the actual
difference in performance is fairly small. The interaction plots in figure 8 illustrate these results. We also report the

average run times for the memory algorithm and the average number of restarts in Table 7.
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Factor Possible Value

Number of Surgeries 10, 15, 20

Number of Scenarios 10, 50, 100, 250, 500

Number of Iterations | 1000, 2000, 3000, 4000

Table 6: Design for experiment 2
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Average processing time (secs.)
|J| vis | K| 10 50 100 250 500
10 58-73 18.4-18.9 | 34.7-39.0 | 97.4-112.6 | 200.2-234.9
15 80-94 |28.0-299 | 69.7-67.3 | 247.0-204.3 | 382.3-435.0
20 10.5-12.9 | 40.9-56.9 | 99.5-104.2 | 282.5-315.9 | 694.7 - 771.8

Table 7: For memory algorithm over 1000 iterations (x - y) X: no overtime cost y: overtime cost

Average restarts
|J| vis |K]| 10 50 100 250 500
10 42.6-89.7 | 31.5-49.5 | 33.3-50.2 | 32.6-49.4 | 33.1-47.8
15 26.1-642 | 17.1-33.5 | 16.5-32.0 | 16.6-31.3 | 16.7-32.0
20 18.7-60.8 | 11.1-24.5 | 10.3-24.6 | 10.0-22.7 | 10.1-16.4

Table 8: For memory algorithm over 1000 iterations (x - y) X: no overtime cost y: overtime cost
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9 Conclusions

In this paper we developed new sequencing algorithms for the stochastic appointment scheduling problem. Few papers
have addressed this problem, the lone exception being [5]. Denton tested some simple heuristics and showed that sort
by variance” was the best of those tested. In this paper we developed new algorithms based on Benders’ decomposition
which perform significantly better than sort by variance and a perturbed sort by variance heuristic, especially in the
different cost case. To be fair, the proposed algorithms utilize much more computing time (a couple of minutes) than
sort by variance, but roughly the same time as perturbed sort by variance. The algorithm run times are more than
sufficient for implementation on real problems. Of the three Benders’ based algorithms, the “memory restart” method
provides the best results (statistically), but the difference between the three methods is fairly small from a practical
standpoint. The results further showed that the relative performance of the three algorithms is uniform across the
several factors used to create problem instances with different characteristics in testing. It is worth noting that the
general approach used to create our heuristics may work well for other problems where the master problem without
Benders’ cuts is easy to solve, but the problem with cuts is hard. This approach seems particularly amenable to
stochastic sequencing problems where the master problem (before Benders’ cuts) is an assignment problem. A final
contribution of this paper is a formal proof that the sequencing problem is NP-Complete. While this has been alluded

to by several authors, the question, to the best of our knowledge, was previously open.

10 Appendix A: Details on Strengthening the Formulation from Section 3.2

Proposition 8. Ifc? >0, c; > 0Vi € {1,..n} and ¢! > 0 the values of the si‘? at the optimal solution will have this

upper bound:

_ mazxy\ __ Ic o : k
§ = F,(t™*) = max{max{z7} — min{z;}}

Where F is a function that gives the maximum value of the idle time over of the possible surgeries when the starting

times are fixed at the maximum duration scenario for every surgery.

Proof. First, it is known that any feasible solution is an upper bound for a minimization problem. Therefore, if the
starting times are fixed by a some criteria, the value of the objective function will be an upper bound. Thus, it will
define the worst case assignment of the starting times in terms of idle time. This assignment is to schedule time for

every surgery at the maximum duration scenario. Therefore, the starting times will be defined by this formula.

i—1
trer = "z (12)
j=1

where 27 is the longest duration of surgery j. It is clear that with this starting time definition the waiting time for all

surgeries and for all scenarios is zero. Please, see the figure 9. In order to prove that S is an upper bound for all the
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optimal idle times (given a sequence) we first prove that:

=

sh < sh (13)

N

where s¥ is the idle time for scenario k in surgery i at the optimal solution and E is the idle time found with the
starting time definition.

The idle times for every scenario can be computer using the following formula for the case of t"***.

s8 = max{04 zF — 2F,0} = 27 — 2F (14)

i =

In the case where the optimal starting times are used.

s¥ = max{—wF —t; +t;y — 28,0} (15)
So, by contradiction. Assume that
s> sk (16)
This implies that
—wF — it — 28> 2 =2k a7
Simplifying terms
—wf — b+t > Z;k = tip1 — b > Z;k (18)

But, this is a contradiction because the book time for surgery i can be reduced and thus the objective function will be

reduced. With the last result the upper bound can be computed.

sfgs-g max 325 (19)
i€{l,..,n}

Rk

f.max liva

Figure 9: Starting Times at zero waiting time
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Proposition 9. If ¢ > 0, ¢ > 0Vi € {1,..n} and ¢! > 0 the upper bound S found in proposition 8 is valid

regardless of the sequence.

Proof. The arguments used in the demonstration of proposition § are not related with the sequence therefore the results

can be extended to any sequence. O

With the previous results the M; (that correspond to the constraints (7) in the problem) will be set following this

formula.
M; = max{max{zF} — min{z" 20
LTS {kEK{ i} kEK{ i1} 20)
For the waiting time case the upper bound is not trivial because these variables are related to the previous surgeries

in the sequence. However, the bound can be found with a similar approach.

Lemma 10. [fc? >0, c¢f > 0Vi € {1,..n} and ¢! > 0 the values of the w¥ at the optimal solution will have this

upper bound:

W = F,(t™™)
Where F,, is a function that gives the maximum value of the waiting time over the possible surgeries when the starting

times are fixed by this criteria. Please, see the figure 10
, ) )
G = Eélg{t::n—l? +wf 420} 2h

Proof. We will proof by contradiction, using the fact that any seeting of starting times is a feasible solution for the
scheduling problem.
Assume that:

wh < wk (22)

3

Where wif is the waiting time for surgery i in scenario k when we set the starting times as defined in 21 (no idle time

case) and w is the optimal waiting time. So, using the equation 4.1 it can be show that

wh o 2 T <wf o 2 (23)

This implies that:
Wiy = T < w1 (24)
why —wf < AT — AL (25)

The book time assign by t"" for every surgery is always less than the book time assigned at the optimal solution

because it is choosing the minimum duration time. Therefore, this implies that
wh | —wk | <0 (26)
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Another property of ™" is that

oF
S5

0v(i,k) € {I,K}

At the same time, it can be show that

Ik <i*Vke K

This result comes from the fact that ™" leaves the schedule with idle time therefore it is the minimum overtime cost

that can be achieved. So, if we add the previous results by scenario and surgeries.

DS wk—wf sk +1F—1F) <0

keK i€l

This result can be reordered and penalized by waiting, idle and overtime cost.

Zchwk—l—clk Z ch +c5sf)y +ciF) <0

keK i€l keK i€l

But, this is only the objective function when it used ™" and the optimal t’s (t*).
This is a contradiction, because z(#™") is an upper bound of the scheduling problem. O

. min *
tmin b L)

h

Figure 10: Stating Times at zero idle time

As, it was already mentioned the waiting times computed using ™" will depend on the sequence chosen.

Lemma 11. If the starting time are fixed using t™™ the maximum waiting for surgery i (w®) will follow this
formula:

k _ k k : k k
w; = Mmaxqw; + 2z — IMinyw; + 2z 27
i kEK{ i—1 % 1} keK{ i—1 i 1} ( )

Proof. 1t is known that

wh = max{w! | + 25 | —t;+t;_1,0} (28)
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For the particular case where it is ™" all the idle times will be zero and the waiting times will be greater than zero.
If the starting times are replaced by the formula 21.
F=wl 42l o+t — min{t; 1 + wf 4+ 2} 29)
It can be canceled ;.
Pl - minfwl 42 (30)

Since, we aim to find the maximum value of wf

wy = Igle%{wfq 2} - kmeig{wfq +zi1) @31
This is the result of the lemma. O

Proposition 12. If the starting time are fixed using t™" the maximum waiting for surgery i (w**) will follow this

Sformula:
i—1 i—1
maxr __ k . t .
wtr = rkneal)(({z; zi} — 1;21}1{1{2 z p Vi€ {2,.n} (32)
Jj= r=

Proof. We use proof by construction. For the case i=2, Lemma can be used 11 it was assumed wf = 0 for all k. For a

better understanding please see Figure 11. For the case i, if it is used Lemma 11.

k _ k k : k k
wy maxiw; | + z; minqw,; { + z; 33
! kEK{ i1 ! 1} keK{ i1 ! 1} (33)

Then we can use the definition of waiting time used in 4.1. Therefore,
k — k ; k k k : k : k k k
wi = glea%{wiﬁ +Zi-2 — 71}161}(1{7«01‘72 REAIY S A gél}}{wif2 tZi—2 — Eéllr(l{wifz +zio) +2) (B4

But, it is equal to

ak — k k k : k k k
w; = rglea;({{wifz REEAICE AR kmelg{wifz + 2o+ 21} (35)

So, if we continue to apply the same procedure we will obtain the desired formula.

O

With Proposition 12 an upper bound can be obtained that will be useful in order to compute M. Unfortunately,
this problem is hard to solve, but leads to another bound that is easier to compute.
According to proposition 12 the maximum waiting time for job i (surgery) depends only on the previous jobs,

therefore an upper bound can be found by computing a bound for every surgery. This leads to the next proposition.

Proposition 13. The maximum waiting time for job i has an upper bound W. The value of W is
w=3"g; (36)

where 0; is the job (surgery) that is the jth biggest value in terms of maxjyek zF — minge g 28 This bound is an

approximation to the bound proposed in Proposition 12. Thus, we have the following relationship W < W
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Proof. The argument for this proposition comes from this bound.

keK teK teK

i1 i—1 i—1
Wt = max{z zf} - min{z 2} < Z gleal)(({zf} - min{zjk} 37
j=1 r=1 j=1

the desired upper bound can be obtained (W) when the quantities maxye K{zf} — minge K{zjk} are sorted in de-

scending order. O

From the previous results the definition of MJs can be stated.

i—1

My =36, (38)

i=1

k

where d; corresponds to the jth biggest value in terms of maxye x 2P — mingex 2F.

. min
timln ti+1

Figure 11: Maximum waiting time

11 Appendix B: Proof of Lemma 3 from Section 4.

The optimal scheduled starting times for a set of n jobs with the cost vector ¢f=nK, ¢¥’=1 Vi € {1,..,n}. Itis given

by: ¢ = mingep {t; | +wf | +2F |}

Proof. We will prove this lemma by contradiction. Case 1: Assume that 3 i such that ¢} < minger{t; ; +wF | +
zF .} in the optimal schedule. This means that w® > 0 Vk € K but this is a contradiction with the fact that this
is an optimal solution because we can increase ¢} until some w¥ becomes zero without affecting the waiting time
of the other jobs. This implies that we were in a suboptimal solution. Case 2:Assume that 3 i such that ¢; >
minge e {t;_; +wk | + 2 |} in the optimal schedule and 2* is the optimal objective function value. This means that

we have idle time for some scenario in job i. If we change the starting time by this rule t; = 7 Vj <i,t; =¢; 40

Vj > i. If we recompute the objective function we will get:

K6 (K — K)o . (nKKs; — K + K)o
% nk — % =z"+ % 39)

zs =25+

Where, K, represents the number of scenarios that will incur in idle time. But this is a contradiction with the assump-

tion that z* is optimal. O
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